AMGA-Bookkeeping
An Alternative Solution to the Bookkeeping Service Implementation
Naming and Definitions
· Since this document describes two bookkeeping service implementations, to avoid confusion the term “Bookkeeping” refers to the traditional implementation and the term “AMGA-Bookkeeping” refers to the new experimental implementation.  

· “DB” is the abbreviation of Database.

· “metadata interface” term is used to refer to the Metadata Catalog Interface defined by ARDA.  

· AMGA-file is the term used to identify the entity to which the attribute are associated via the ARDA Metadata Catalog Interface  
Introduction

The AMGA-Bookkeeping is an implementation of the bookkeeping service based on AMGA [1], which is the ARDA [2] prototype implementation of their Metadata Catalog Interface [1]. LHCb invested part of its energy in this project to investigate an alternative solution to their bookkeeping service [3] and identify the possible benefits.

For a better understanding of this document, a reading of the Bookkeeping implementation [3] and of the Metadata Catalog Interface is advised. 
What change?
From the point of view of the physicists, which choose the datasets through web pages, nothing changes because the servlets service is unmodified.

GANGA [4] will access the bookkeeping using the same interface but a new implementation of it is required because it will use the AMGA client instead of the XML-RPC service to read the information. This implementation is already available.
The basic and fundamental changes are the way the data are accessed and organised. The AMGA client substitutes the JDBC driver and the DB schema evolve to be compatible with the ARDA metadata interface.
Implementation

Two sections are used to describe the implementation: the DB schema used to organize the data inside the DB (backend) and the software developed around the DB (frontend).
The DB schema
Warehouse DB

The Files, Jobs, EvtTypes and Replicas tables (Appendix A) schemas are very similar to each other in the two implantations. Figure 1 and 2 show the table schemas of the two implementations for the Files table. To handle the extra feature that the AMGA provides its tables get some extra columns. For example, the Owner, Permissions and Group_rights are used for the security functionality. These columns are hidden to the user by the metadata interface and only the columns named with the “user:” prefix are visible and represent the attributes associated to the AMGA-file.
Each possible name of a parameter in the Bookkeeping becomes a column (or attribute) in AMGA-Bookkeeping. Figure 3 and 4 show this for the fileParams table where for example GUID is one of the parameter name associated to the data-file. The schemas associated to the parameter tables (fileParams, jobParams, typeParams, qualityParams) become dynamic in the new implantation since they easily can be expanded or shrink with the addition or removal of a column. The definition of a new parameter or the removal of a deprecated parameter has different effect on the two DB schemas. In the old schema a new couple of (name, value) entries is inserted or removed from a table while in AMGA-Bookkeeping means that a column is added or removed from a table. The latter action will only happened if no other AMGA-file exist in the table that need that attribute.
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View DB
The DB View schema is more complex than the one adopted in the Bookkeeping. The information stored in the three view tables of the Bookkeeping (see figure 5) are distributed over more tables. Figure 6 shows the schemas of the tables. There are as many JobFileInfo??? tables as entries in the Roottree table. So if Roottree contains one thousand entries 

 the DB contains one thousand JobFileInfo tables named  JobFileInfo1, JobFileInfo2 and so on.
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Each row is a summary of the attribute associate to a set of data-files stored in a JobFileInfo??? table. The column file of Roottree contains the name of the JobFileInfo??? table associated to that row. Whenever a user will ask for files with particular attribute (configuration, location etc), a scan of the Roottree is done to identify the table (JobFileInfo???) containing   information about the files of such type. If more than a table is found a union of the tables is done.
The code
As said in the previous paragraph, the AMGA client substitutes the JDBC driver. So a statement of the form “executeQuery (SELECT * FROM Jobs WHERE ConfigName = ? AND ConfigVersion = ?)”  becomes  “selectAttr({"/jobs:JOB_ID","/jobs:CONFIGNAME","/jobs:CONFIGVERSION","/jobs:JOBDATE"},"/jobs:CONFIGNAME=? and /jobs:CONFIGVERSION=?)”.
The logical organization of the data under AMGA is like the tree of a file system and for the specific case of the AMGA-Bookkeeping figure 7 show its layout. This implies that part of the total implementation is changed as well. For instance the insertion of a new parameter for a data-file will first require a check on the fileParams directory to see if the parameter name is already an attribute-key of the directory then if the attribute-key is present the insertion is done otherwise the new attribute-key (parameter name) has to be added before the insertion of the value can happen. This obviously cause some delay compare to the Bookkeeping implementation where the parameter is inserted straight away (see section known problem).
Performance Test

Figure 8 shows the performance test of some operation executed by the bookkeeping. The complete list can be found at http://www.physics.ox.ac.uk/users/cioffi/UKmetadata/chartSingle.xls .
The timing of each method is the arithmetic average obtained from the execution of hundred thousand random calls. Each call had random parameters. The reason of such strategy was to create a suit test as much as possible close to a real usage of the system where all king of query are submitted and in any order.
The performance test gave also the possibility to test the robustness of AMGA. Indeed no problem where noticed from the server or client site.

No performance or robustness tests have been done for multiple client connections for the luck of an adequate testbed. The multithreading solution (run multiple threads on the same machine) has been discarded for the incorrect result it would provide, since the execution time of each call will include also the time the thread has to wait to get the system resources, like the CPU, from the other threads.  This test will be part of the next development. 
Figure 9 shows the performance of JDBC against the AMGA-client in the simple case of dumping the content of a table.  Both have linear behaviour but due to a grater slope AMGA grows more rapidly. Part of this behaviour is to assign to the identification and authorization process that take place with AMGA.
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[image: image3.emf]Figure 9: table dump performance
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Known problem and implementation choice
The parameter table schemas are efficient in the AMGA-Bookkeeping for the search query compared to those used in the Bookkeeping.  In the Bookkeeping for example, to read the GUID of a data-file knowing its file_id is required to check two columns or to read the size of a data-file knowing its GUID is even required to do the join of the same table. These translated in SQL statement are “SELECT value FROM fileparams WHERE file_id=10000176 and name='GUID'“and the second case would be “SELECT p2.value FROM fileparams p1,fileparams p2 WHERE p1.file_id=p2.file_id AND p1.value='82d3c250-80e0-48d8-8eae-b96a6b121807'  AND p2.name='Size'”. In AMGA they would just be “SELECT “user:GUID” FROM fileparams WHERE “user:FILE_ID”= 10000176“ and “SELECT “user:MD5SUM” FROM fileparams WHERE “user:GOUID”= '82d3c250-80e0-48d8-8eae-b96a6b121807'”. 
At the same time, the AMGA schemas are less efficient for the insertion or deletions of an entry because as said it is required to check the attribute of the related directory to see if the parameter name needs to be added or removed from the table schema. 
This schema has been design keeping in mind the LHCb computing model where only one application will be responsible for the updating of the DB meanwhile many clients can interrogate simultaneously the bookkeeping. Therefore, it seems reasonable to have a faster read operation against the write one especially when the read is done interactively from the physicist.

The DB view schema is design to be scalable against the growth of the bookkeeping data. The data are grouped in table based on common attribute values, which keys are listed in the roottree directory. These attributes are the set of information on which LHCb physicist builds his query. Ones the query is submitted from the roottree is selected the list of the tables containing  the required data-files.   In the Bookkeeping, the selection is done just over the three tables (Figure 5) that are going soon to contains over hundred millions of entries over few years of data taking from LHC accelerator.

The weak point of this choice is that to make the selection many access are required to the DB, one is to list from the roottree the right table and then to read each table contents. With the Bookkeeping, this does not happen since just one access is required.  The good point of AMGA implementation is that the average number of access stays the same whatever is the dimension of DB.  Furthermore a new version of AMGA is available that will allow to share table between directories and do partition of table. This should help to reduce the number of access.
User review on the implementation.
The main concern of LHCb is about the DB Views schema and the way its tables are updated. It is not clear if the view schema will really scale against the grow of the DB which is foreseen to grow of one order of magnitude. At the same time, the physicists are not happy on the idea of having the views updated at regular interval. With the new implementation the recreation or the update of the views after a fixt interval of time is still kept. 

It was decided to test the scalability increasing the size of the DB up to at list ten times more the actual size (19.5 GB) and to investigate more on the possibility to have a real time update of the views. At the same time since no data are available about the behaviour of AMGA when multiple client instances are running a testbed will be prepared to collect information on this aspect.  
User review on AMGA

Appendix A:

The complete list of table schema associated to each directory of AMGA (figure 7) is given plus the Bookkeeping Warehouse schema (Figure A1):

	/jobs

	file
	NOT NULL 
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:JOB_ID
	
	NUMBER(38)

	user:CONFIGNAME
	
	VARCHAR2(128)

	user:CONFIGVERSION                  
	
	VARCHAR2(128)

	user:JOBDATE
	
	TIMESTAMP(6)


	/files

	file
	NOT NULL
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:JOB_ID
	
	NUMBER(38)

	user:TYPE_ID
	
	NUMBER(38)

	user:LOGNAME
	
	VARCHAR2(128)

	user:FILE_ID
	
	NUMBER(32)


	/inputFiles

	file
	NOT NULL 
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:JOB_ID
	
	NUMBER(38)

	user:FILE_ID
	
	NUMBER(32)


	/evtTypes

	file
	NOT NULL
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:DESCRIPTION
	
	VARCHAR2(255)

	user:PRIMARY
	
	VARCHAR2(255)

	user:DECAY
	
	VARCHAR2(255)

	user:TYPE_ID
	
	NUMBER(32)


	/fileParams

	file
	NOT NULL 
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:FILE_ID
	
	NUMBER(32)

	user:EventInInputStat
	
	VARCHAR2(256)

	user:EventStat
	
	VARCHAR2(256)

	user:EventType
	
	VARCHAR2(256)

	user:GUID
	
	VARCHAR2(256)

	user:MD5SUM
	
	VARCHAR2(256)

	user:Size
	
	VARCHAR2(256)

	
	
	

	/qualityParams

	 file
	NOT NULL 
	VARCHAR2(256)

	 owner
	
	VARCHAR2(64)

	 permissions
	
	CHAR(3)

	 group_rights
	
	CHAR(3)

	 link
	
	VARCHAR2(256)

	 user:FILE_ID
	
	NUMBER(32)

	 user:QUALITY_ID
	
	NUMBER(32)

	 user:Flag
	
	VARCHAR2(256)

	 user:Group
	
	VARCHAR2(256)

	


	/replicas/CERN

	file
	NOT NULL
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:REPLICA
	
	VARCHAR2(255)

	user:FILE_ID
	
	VARCHAR2(255)


	/jobParams

	file
	NOT NULL
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:JOB_ID
	
	NUMBER(38)

	user:TYPE
	
	VARCHAR2(128)

	user:Boole
	
	VARCHAR2(256)

	user:Boole_Version
	
	VARCHAR2(256)

	user:Brunel
	
	VARCHAR2(256)

	user:Brunel_Version
	
	VARCHAR2(256)

	user:CPU
	
	VARCHAR2(256)

	user:CPUTime
	
	VARCHAR2(256)

	user:Cache
	
	VARCHAR2(256)

	user:DIRAC_JobID
	
	VARCHAR2(256)

	user:DIRAC_Version
	
	VARCHAR2(256)

	user:DaVinci_Version
	
	VARCHAR2(256)

	user:DbaseVersion
	
	VARCHAR2(256)

	user:EDG_WL_JOBID
	
	VARCHAR2(256)

	user:ExecTime
	
	VARCHAR2(256)

	user:Executable
	
	VARCHAR2(256)

	user:FirstEventNumber
	
	VARCHAR2(256)

	user:Gauss
	
	VARCHAR2(256)

	user:Gauss_Version
	
	VARCHAR2(256)

	user:Host
	
	VARCHAR2(256)

	user:JOB_IDENTIFIER
	
	VARCHAR2(256)

	user:Job
	
	VARCHAR2(256)

	user:LocalJobID
	
	VARCHAR2(256)

	user:Location
	
	VARCHAR2(256)

	user:Memory
	
	VARCHAR2(256)

	user:Model
	
	VARCHAR2(256)

	user:Name
	
	VARCHAR2(256)

	user:NumberOfEvents
	
	VARCHAR2(256)

	user:PREFERRED_SITE
	
	VARCHAR2(256)

	user:PRODUCTION_IDENTIFIER
	
	VARCHAR2(256)

	user:Production
	
	VARCHAR2(256)

	user:ProgramName
	
	VARCHAR2(256)

	user:ProgramVersion
	
	VARCHAR2(256)

	user:Run
	
	VARCHAR2(256)

	user:RunNumber
	
	VARCHAR2(256)

	user:SUBMIT_DATE
	
	VARCHAR2(256)

	user:SUBMIT_TIME
	
	VARCHAR2(256)

	user:Seed1
	
	VARCHAR2(256)

	user:Seed2
	
	VARCHAR2(256)

	user:StatisticsRequested
	
	VARCHAR2(256)

	user:Worker_Node
	
	VARCHAR2(256)

	user:XmlDDDBVersion
	
	VARCHAR2(256)


	/roottree

	file
	NOT NULL
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:LOCATION
	
	VARCHAR2(255)

	user:NBEVENTS
	
	NUMBER(38)

	user:EVENTTYPE
	
	NUMBER(38)

	user:EVENTDESCRIPTION
	
	VARCHAR2(255)

	user:DBVERSION
	
	VARCHAR2(255)

	user:CONFIG
	
	VARCHAR2(255)

	user:FILETYPE
	
	VARCHAR2(255)

	user:Program0
	
	VARCHAR2(255)

	user:InputFile0
	
	VARCHAR2(255)

	user:Program1
	
	VARCHAR2(255)

	user:InputFile1
	
	VARCHAR2(255)

	user:Program2
	
	VARCHAR2(255)

	user:InputFile2
	
	VARCHAR2(255)

	user:MINPRODUCTION
	
	NUMBER(8)

	user:MAXPRODUCTION
	
	NUMBER(8)


	/JOBFILEINFO???

	file
	NOT NULL 
	VARCHAR2(256)

	owner
	
	VARCHAR2(64)

	permissions
	
	CHAR(3)

	group_rights
	
	CHAR(3)

	link
	
	VARCHAR2(256)

	user:FILE_ID
	
	NUMBER(38)

	user:NBEVT
	
	NUMBER(38)

	user:FSIZ
	
	NUMBER(38)

	user:JOBID
	
	NUMBER(38)

	user:FILNAM
	
	VARCHAR2(255)

	user:LAB
	
	VARCHAR2(255)

	user:WRITDAT
	
	TIMESTAMP(6)

	user:PRODUCTION
	
	VARCHAR2(8)

	user:JOB
	
	VARCHAR2(8)

	user:STEP
	
	VARCHAR2(2)

	user:EXTENSION
	
	VARCHAR2(10)

	user:REPLICA
	
	 VARCHAR2(255)


References:
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[3] http://lhcb-comp.web.cern.ch/lhcb-comp/Frameworks/DataManagement/defaut.htm, http://lhcb-doc.web.cern.ch/lhcb-doc/presentations/conferencetalks/postscript/2004presentations/CarmineCioffiCHEPbookkeepingPaperNote.doc
Figure 2: AMGA-Bookkeeping table
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Figure 1: Bookkeeping table.
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Figure 4: AMGA-Bookkeeping table.
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Figure 3: Bookkeeping table.





File_id: INTEGER


Name: VARCHAR


Value: VARCHAR





FILEPARAMS





Figure A1: Bookkeeping warehouse shema








PAGE  
1

