GridPP Log Book

1. Project

Name: GANGA

Manager: Glenn Patrick
2. High Level Objectives and Level-1 Deliverables

(a) Descriptive Name:  Grid front-end for ATLAS analysis tasks, end-to-end analysis solution for LHCb.

(b) Why (purpose)? Shield the user from Grid middleware and provide an easy way to change between different Grid implementations.

(c) Principal clients: ATLAS, LHCb

(d) Definition of successful achievement of objective: Effective and significant use by ATLAS and LHCb user communities.

(e) High Level Risks: 

· Contention between ATLAS and LHCb objectives. 

· Low take-up because of competition from ad hoc non-generic solutions.

· Sudden changes in the experiment frameworks

· Delays in middleware development

· Delays in the metadata project

(f) List of Level-1 deliverables associated with Objective: Description, Date and Metric1.

Deliverable 3.2.1 (1/Mar/2005, Changed to 1 July 2005)

Objective: Optimise Ganga design for compatibility with other relevant systems.

Description: Ganga is a front-end to both experiment-specific and more-generic systems.  The design should be optimised for compatibility with available systems, such as the the ATLAS Distributed Analysis System (ADA), the LHCb workload-management system (DIRAC), and the LHC Computing Grid (LCG), and to have a good probability of compatibility with any systems developed in the future.  In particular, reviews should be carried out of the Ganga job model, of the level of modularity, and of the public interfaces.

Metric: Software release and associated documentation

Current Status: Complete
Deliverable 3.2.2 (1/May/2005)

Objective   : Release with full support for plug-in modules

Description: Ganga provides a generic framework for job management and submission, and plug-in modules are used to provide specialised functionality for dealing with specific applications, and for submitting to different back-ends.  The mechanism for plug-in handling should be reviewed, and the different plug-in types must have well-defined APIs.

Metric      : Software release and associated documentation

Current Status: Complete

Deliverable 3.2.3 (1/Nov/2005, Changed to 1/April/2006)

Objective   : Release with full job-building capabilities

Description: The job-building software must allow the user to choose the application(s) to be run, to define the associated configuration, for example by setting job-option values or by providing pieces of code, and must allow selection of the dataset(s) to be considered.  Relevant tools, including the Job-Options Editor (JOE) and clients for the experiments' metadata catalogues, should be reviewed and integrated in Ganga.  In addition, Ganga must provide a mechanism for storing and sharing job information.  An appropriate format for persistent job representations, perhaps based on XML, should be developed, along with the tools for handling them.

Metric      : Software release and associated documentation

Current Status: Ongoing

Deliverable 3.2.4 (1/Apr/2006)

Objective   : Release with support for full range of ATLAS and LHCb applications

Description: Plug-in modules that simplify the configuration of the full range of ATLAS and LHCb offline applications (event generation, detector simulation, event reconstruction, analysis) must be provided.  For each application, job splitting and merging must be enabled.  This may be achieved either by implementing new tools, or by interfacing to tools provided by others. A package manager should be invoked automatically to install application software as required at the site where a job is run.

Metric      : Software release and associated documentation

Current Status: Ongoing

Deliverable 3.2.5 (1/Dec/2006)

Objective   : Release that supports all available functionality on the full range of Grid/batch back-ends 

Description: Plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends must be provided. The possibilities offered by each back-end for performing resource queries and data management should be made available through an easy-to-use interface.

Metric      : Software release and associated documentation

Deliverable 3.2.6 (1/May/2007)

Objective   : Release that maximises Ganga portability, and allows for user mobility

Description: Tools allowing easy installation of Ganga on all platforms supported by ATLAS and LHCb must be provided.  This implies making the Ganga code as platform-independent as possible, ensuring that external packages are readily installed, and/or placing parts of the software behind web-service interfaces, which can be accessed remotely.  User mobility may be catered for by providing access through a web browser to at least a part of the Ganga functionality, and by allowing users to store preferences and job information on a remote server.

Metric      : Software release and associated documentation

Deliverable 3.2.7 (31/Aug/2007)

Objective   : Optimised release of Ganga

Description: Based on feedback from previous releases internal bottlenecks for achieving a smooth and efficient use of Ganga should be addressed. Additional functionality may be added in response to user feedback on previous releases.  Ganga should be fully tested and documented, and ready for use in analysing the first physics data from ATLAS and LHCb.

Metric      : Software release and associated documentation

3. Level-2 Deliverable or Milestone

A more detailed plan execution plan than the Level-1 deliverables is required. However, it may be maintained in whatever format is more suited to each area. A link to something that shows the a current plan/status should be contained in this document. 

Changes to level-2 deliverables do not need to be reported to the GridPP project manager but the document describing them should be kept up-to-date. Progress on level-2 deliverables will be regularly monitored by the appropriate PMB member (Applications Manager; Middleware Manager; Deployment Board Chair).

The type of information needed is the following:

(a) Level-2 deliverable description and due date.

(b) Metric (what defines successful completion?)

(c) Associated Level-1 deliverable.

(d) Current Status.

(e) Risks (optional) and dependencies.

Deliverable 3.2.1.1 (end November 2004)

Description: Review Ganga design.  Consideration should be given to the modularity, and to the public interfaces.  The job model should be compared with models of relevant systems, such as ADA (ATLAS) and DIRAC (LHCb).  Understand which changes or additions are needed in Ganga design.

Metric     : Document

Deliverable 3.2.1.2 (end January 2005)

Description: Implement changes or additions to core software identified as necessary on basis of design review.

Metric     : Software release and associated documentation

Deliverable 3.2.1.3 (end February 2005)

Description: Update Command-Line Interface (CLI) for changes to core software. Graphical User Interface (GUI) moved to 3.2.3.6 (due 1 Nov 2005).
See http://hepwww.rl.ac.uk/lhcb/computing/EB/june2005/gangachangeform.doc
Metric     : Software release and associated documentation

Deliverable 3.2.2.1 (end November 2004)

Description: Review Ganga mechanism for handling plug-in modules, and define APIs for different plug-in types.

Metric      : Document (may be same as for G1.1)

Deliverable 3.2.2.2 (end February 2005)

Description: Implement changes of additions to core software identified as necessary on basis of plug-ins review.

Metric     : Software release and associated documentation

Deliverable 3.2.2.3 (end April 2005)

Description: Update existing plug-in modules to conform with defined APIs.  Implement any additional plug-in modules identified as being urgently needed.

Metric     : Software release and associated documentation

Deliverable 3.2.3.1 (end November 2004)

Description: Define format for persistent job representations.

Metric      : Document (may be same as for G1.1)

Deliverable 3.2.3.2 (end June 2005)

Description: Demonstration of end-to-end user analysis in ATLAS and LHCb.

Metric      : Demonstration

Deliverable 3.2.3.3 (end June 2005)

Description: Review tools for job configuration, including Job-Options Editor (JOE), agree any changes needed with tool author(s), and integrate in Ganga.

Metric      : Software release and associated documentation

Deliverable 3.2.3.4 (end August 2005)

Description: Review tools for accessing metadata catalogues, agree any changes needed with tool author(s), and integrate in Ganga.

Metric      : Software release and associated documentation

Deliverable 3.2.3.5 (end October 2005)

Description: Implement tools for creating and using persistent job representations.

Metric      : Software release and associated documentation

Deliverable 3.2.3.6 (1 November 2005)

Description: Update Graphical User Interface (GUI) for changes to core software. Moved from 3.2.1.3 

See http://hepwww.rl.ac.uk/lhcb/computing/EB/june2005/gangachangeform.doc

Metric     : Software release and associated documentation

Deliverable 3.2.4.1 (end December 2005)

Description: Integrate package management tool(s) for use by Ganga.

Metric      : Software release and associated documentation

Deliverable 3.2.4.2 (end March 2006)

Description: Provide plug-in modules to support full range of ATLAS and LHCb applications.  Developers should ideally gain experience themselves in running these applications, to optimise the way they are handled by Ganga, and not rely only on feedback from others.

Metric      : Software release and associated documentation

Deliverable 3.2.4.3 (end April 2006)

Description: Enable job splitting and merging for full range of ATLAS and LHCb applications.

Metric      : Software release and associated documentation

Deliverable 3.2.5.1 (end July 2006)

Description: Provide plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends.

Metric      : Software release and associated documentation

Deliverable 3.2.5.2 (end September 2006)

Description: Demonstration of full user analysis cycle.

Metric      : Demonstration

Deliverable 3.2.5.3 (end September 2006)

Description: Provide interface to back-end tools for performing resource queries.

Metric      : Software release and associated documentation

Deliverable 3.2.5.4 (end November 2006)

Description: Provide interface to back-end tools for data management.

Metric      : Software release and associated documentation

Deliverable 3.2.6.1 (end January 2007)

Description: Maximise portability of Ganga code.  No work is needed for the parts written purely in Python. Parts that depend on bindings to C++ libraries may benefit from being reimplemented.

Metric      : Software release and associated documentation

Deliverable 3.2.6.2 (end February 2007)

Description: Provide for easy installation of all software required to run Ganga, possibly removing the need to install some parts by making the relevant functionality available through web-service interfaces.

Metric      : Software release and associated documentation

Deliverable 3.2.6.3 (end April 2007)

Description: Provide web-browser access to at least a part of the Ganga functionality.

Metric      : Software release and associated documentation

Deliverable 3.2.6.4 (end April 2007)

Description: Provide mechanism for dealing with roaming profiles.

Metric      : Software release and associated documentation

Deliverable 3.2.7.1 (end June 2007)

Description: Collect user feedback on previous releases, bottlenecks in the system that prevents efficient use of Ganga and implement any additional functionality requested.

Metric      : Software release and associated documentation

Deliverable 3.2.7.2 (end July 2007)

Description: Ensure that Ganga documentation is complete, including tutorial material.

Metric      : Document(s)

Deliverable 3.2.7.3 (end September 2007)

Description: Use Ganga to analyse first data from ATLAS and LHCb.

Metric      : Document(s)

4. Commentary

This section is filled in incrementally quarter by quarter as a means of documenting particular successes, failures, issues, problems and their resolution. It should be brief, but should provided a coherent record of the evolution of the work. It will be reviewed each quarter by the chair of the relevant board and by the Project Manager. It may be a hyper-link to an external document such as an EGEE quarterly report or a collaboration report. However, it should state explicitly which level-1 deliverables have been completed in the quarter and should comment explicitly on any level-1 deliverables that are overdue. In this case, a modified date should be agreed and a Change form should be sent to the Project Manager.

04Q3 Comments

Alexander Soroko has repackaged the core modules allowing the development of the experiment-specific modules to proceed independently of the mainstream Ganga development. A new mechanism based on PyBus has been implemented to support the dynamic configuration of Ganga. LHCb analysis jobs can now be run at test sites with some limitations on input data and extensive tests and debugging have taken place. The interface to the LHCb bookkeeping database has been updated to support LFN and PFN mapping and a list of replica locations. Alexander has also started work on the migration of this interface away from XML-RPC towards a SOAP-based connection. The GUI has been updated to meet LHCb requirements, especially in the appearance of the LHCb bookkeeping panel.
Karl Harrison has focussed mainly on the continued development of the Dial_Python package, which allows the use from Python (and hence Ganga) of the DIAL C++ classes written by David Adams. Using these classes, jobs are specified in terms of the high-level Analysis Job Description Language (AJDL), a key ingredient of the ATLAS ADA system, and may be submitted to job schedulers through web services that have an AJDL interface. The Python modules to simplify use of the DIAL classes have been further developed and contributions have been made to the restructuring of the Ganga packages for the move to the new CVS repository. Karl has continued to assist the two experiments to deploy Ganga; using the system to run Artemis, the ATLAS analysis application, and starting to organise a software training course in December for LHCb-UK.
The Ganga code incorporating the new package structure and other updates (beta 2.4) has been released. The old GridPP1 milestone 3.2.8 has been essentially fulfilled now that the Python modules interfacing to the relevant experiment tools have been written. The ATLAS-specific modules allow job submission through GSI-enabled DIAL services with querying of the AMI metadata catalogue, and the LHCb-specific modules allow job submission through the DIRAC Workload Management System and querying of the LHCb bookkeeping database. Work is on schedule to meet the GridPP2 3.2.1 level-1 deliverable (optimisation of Ganga design for compatibility with other relevant systems) by the target date.
04Q4 Comments

In this quarter, Alexander Soroko has continued work on the core modules with changes to the threading and monitoring. The mechanism for looking up job errors has been improved so that the job status is now updated if errors are found in the job output by the Ganga core or by the specific job or application handlers. Changes have also been made to the job registry class so that old jobs (created before Ganga repackaging) can be accessed along with newly created jobs. Two new application handlers, Athena (implemented by Alvin Tan) and Brunel, have been plugged into the Ganga core using PyBus although the GUI interfaces have not yet been defined. On the experiment-specific components, the DIRAC job handler has been modified to comply with the new DIRAC interface for job submission. The DaVinci application handler has been updated to set up the correct job environment and CMT path for the cases where the user has set up aliases or is starting from a different master CMT package. Finally, the GUI has been modified according to LHCb requirements.

Karl Harrison has concentrated on the experiment-specific requirements of Ganga. He has provided the Python bindings for DIAL release 0.94 for ATLAS, with the DIAL classes available from Python through the PyDial package. Working with Frederic Brochu, he has implemented a prototype job submission to the ATLAS production system. Job splitting has been investigated and extensive testing of all the components in the current Ganga framework has been undertaken including DIRAC submission, LCG submission, the Job Options editor(JOE) and the ATLAS Metadata Interface(AMI). Finally, Karl undertook most of the organisation of the very successful LHCb(UK) Software Course held in Cambridge during December which saw 20 people submitting analysis jobs with Ganga.

(See http://www.gridpp.ac.uk/news/-1104931011.584412.wlg)
During October it was decided to delay the design optimisation of Ganga and to continue until the end of December 2004 with adding functionality requested by the experiments. This has had the consequence that some of the secondary milestones concerning design (3.2.1.1, 3.2.2.1, and 3.2.3.1) have been delayed.  However, Alexander Soroko has been funded by GridPP to have an enhanced presence at CERN over the next quarter to collaborate with other members of the Ganga team and it is expected that good progress will be made on both the optimisation of Ganga and the corresponding implementation.
Status of 3.2.1 Secondary Deliverables (3.2.1.1, 3.2.1.2, 3.2.1.3): Following the delay mentioned above, work on these inter-related items started in late December. The design/review document is expected to be completed by early February.
05Q1 Comments

Ganga version 3.0 was released on 2nd March 2005 containing the added functionality requested by the LHCb and ATLAS experiments. A new architecture was adopted in order to produce the next re-engineered version called Ganga 4.0. The first release is planned by the end of April and this will reproduce the full Ganga 3.0 functionality, but with no GUI (which will come later).  
Alexander Soroko has worked on the release of Ganga 3 and made contributions to the design and implementation of Ganga 4 – the version of Ganga which covers the deliverables 3.2.1 and 3.2.2. Thanks to GridPP funding Alexander will have spent 6 weeks at CERN in the period January-April and this has greatly assisted this Ganga development. In Ganga 3, the improvements have been made to the DaVinci application handler and associated GUI panel so that Ganga is now capable of dealing with a wider range of use cases when configuring the DaVinci application. Some minor changes have also been made to the DIRAC job handler to fix a problem with access to local configuration files. The following work has been done for Ganga 4:
· In the new Ganga architecture, proposals were made and adopted by the development team for the Ganga Public Interface (GPI), the file handling mechanism and job registry.  These were put into the reviewed Ganga design document (deliverables 3.2.1.1 and 3.2.2.1).

· Using the python concept of metaclasses and descriptors, a mechanism has been implemented for the automatic generation of proxy objects from the plug-in modules and classes so that the GPI can be built dynamically. This satisfies deliverables 3.2.2.1 and 3.2.2.2.

· An API has been developed for the generic job repository to provide persistence of Ganga jobs. Using the ARDA interface for the metadata database, a remote job repository has been implemented and tested. This contributes to deliverable 3.2.1.2.
· An interface has been developed for a job streamer. A simple streamer, using string representation of a job dictionary, has been implemented and integrated with the job repository. Additional streamers (e.g. pickle or XML streamers) can be easily implemented. Since each individual streamer assumes a particular format for the job representation, this effort is associated with deliverable 3.2.3.1.    

Karl Harrison’s main activities during this quarter have also focused on the Ganga 3 and Ganga 4 versions. For Ganga 3, the focus has been on the testing and preparation of the User Guide. This included writing or updating several sections as well as acting as editor for contributions from other authors. In the case of Ganga 4, Karl has made the following contributions:
· Together with Alvin Tan ensured that ATLAS requirements were addressed in the design document (deliverable 3.2.1).
· Interacted with Andrew Maier over the implementation of the ApplicationManager component and on the functionality of the DaVinci and LSF plug-ins (deliverables 3.2.1 and 3.2.2).

· Updated the build procedure for the ATLAS specific plug-ins for using DIAL release 1.0 because DIAL has now moved to a system that does not use CMT.  Working on the interfaces that will allow DIAL components to be used as Ganga plug-ins. 

In addition, Karl presented a status update “Ganga: ADA User Interface” at the ATLAS Software and Computing Workshop at CERN in February. He is also visiting BNL with Alvin Tan for one week in April to work closely with David Adams on enabling Ganga submission to the ATLAS distributed analysis system.
Status of Deliverables
With the great effort that has been successfully devoted to the release of Ganga 3 and the redesigned architecture for Ganga 4, it has not been possible to consecutively complete each level-2 deliverable according to the original schedule.  However, the snapshot below reveals that a large amount of work has been done on a number of fronts which will be more effective in the longer term. It is expected that both the 3.2.1 and 3.2.2 deliverables will be fully complete by the time of the next quarterly report. 

3.2.1 Level 1 Deliverable: NOT YET COMPLETE. 
3.2.1.1 Completed. The review document can be found at:

http://ganga.web.cern.ch/ganga/documents/pdf/Ganga4Architecture.pdf
3.2.1.2
Partially Completed. Prototypes of the four core components (Client, ApplicationManager, JobManager, JobRegistry)
 identified in the design review have been written. More work and testing is needed to ensure they provide the required functionality (estimate - end April 2005). 
3.2.1.3
Partially Completed. The updated CLI has been completed. The updated GUI has been postponed until after the functionality of Ganga 3 is fully implemented in Ganga 4(reassess at end Q2/2005).

3.2.2 Level 1 Deliverable: ONGOING. 
3.2.2.1
 Completed. Handling of plug-in modules is discussed as part of the design review document:

http://ganga.web.cern.ch/ganga/documents/pdf/Ganga4Architecture.pdf
3.2.2.2
Partially Completed: This is essentially complete as the mechanism for plug-in software is now implemented in the core software, but awaits testing, integration and release of Ganga 4.

3.2.2.3
In Progress: Example plug-ins for the LSF submission of DaVinci jobs have been written and are currently being tested. ATLAS-specific functionality is available through python bindings to the DIAL C++ classes – work is in progress on sorting out the interfaces for Ganga.

3.2.3 Level 1 Deliverable: ONGOING.
3.2.3.1
Completed. Persistent job representation is discussed in the design review document. The decision was taken to support multiple formats, which map to a single internal representation in Ganga. Fuller documentation will be provided under milestone 3.2.3.5. 

05Q2 Comments
This quarter has seen a determined effort to release Ganga 4, building on the previous work to redesign the architecture. As part of the drive to fully integrate Ganga with developments in the distributed analysis environments of the experiments, a workshop took place at Imperial College on 13-15 June 2005 with developers from Ganga, ATLAS, LHCb, ARDA and EGEE. The beta release of Ganga 4 was subsequently released on 8th July 2005. 

LHCb will be testing data distribution and replication tools during the production phase of Service Challenge 3, starting in September 2005. Once these tools are proven, the plan is for Monte-Carlo data to be produced in the Tier 2 centres and written to the Tier 1 centres for stripping as it becomes available. At this point, distributed data analysis for end-users will become feasible in LHCb and this should occur before the end of the year. Ganga will play a central role in this effort.  
ATLAS has also focussed work on analysis and has undertaken a review of the distributed analysis system to define a baseline for work from autumn 2005. The outcome of this review is awaited by the Ganga team and some adjustment of milestones may be necessary to interface to the chosen ATLAS analysis software.  
During this quarter Alexander Soroko has worked on the first public release of Ganga 4, and in particular on the implementation of the job repository and streamers. This has included:
a) Using the ARDA interface for the local implementation of the metadata database, the local job repository has been implemented and tested. 

b) As the local ARDA client is written in Python, some optimisation of database queries has also been achieved. The repository performance has been increased by a factor of ten for some operations.

c) An interface for the repository errors has been developed and implemented 
d) The implementation of the job streamers has been updated to include the error handling mechanism in cases when there is a job schema mismatch in the repository and in the Ganga session or some job handlers (classes) are not available in the Ganga session.

e) A new locking mechanism, which allows simultaneous access of the repository by many Ganga sessions of the same user has been defined.
f) A schema for storing sub jobs of a job in the repository has been developed.

The activities related to the job repository and the lightweight storage element were needed to reach milestone 3.2.1. They are also clearly necessary for milestone 3.2.3.5. Taking into account that the latter milestone is due by the end of October and that both the local and remote repository are now completely functional, the risk of delay is rather low.

 Karl Harrison’s main activities during this quarter have been:
a) Testing of Ganga 4 alpha releases. Job submission has been tested with the Ganga alpha releases as they have been made. Corrections and feedback have contributed to the series of improvements culminating in the beta release.
b) Plug-ins for job submission to DIAL and Atlas Production System (for deliverable 3.2.2.3).  Karl spent a week with Alvin Tan at BNL in April 2005, working with David Adams on the Python client for DIAL, and the work has continued since their return. Karl’s PyDial package (http://ganga.web.cern.ch/ganga/pydial) is the basis of Alvin's graphical job builder for the Atlas      Distributed Analysis (ADA) system (http://ganga.web.cern.ch/ganga/ADAJB), and is used as an external package by Ganga to allow interaction with ADA services.  In particular, it allows Atlas users of Ganga  to query the ADA selection catalogues for datasets and transformations,   and allows job submission to DIAL analysis services (the ADA backend). In addition, Frederic Brochu has developed a Python client for entering job requests in the Atlas Production System, and Karl has written a Ganga plug-in that enables Ganga submission to this system.
c) Converters needed for persistency of jobs defined using ADA model (for deliverable 3.2.3.4). Jobs to be submitted to DIAL can be defined in Ganga in terms of DIAL objects, but the Ganga persistency mechanism only deals with strings.  To cope with this, Karl has written converters that take advantage of the fact that DIAL objects have XML representations.
d) Participation in Atlas review of distributed analysis 

(e.g. http://ganga.web.cern.ch/ganga/documents/html/notes_for_atlas_reviewers.html).

Status of Deliverables
Much progress has been made this quarter on catching up with the deliverables after the delays caused by the re-engineering of Ganga. The snapshot below shows the current status of the Ganga deliverables.
3.2.1 Level 1 Deliverable: COMPLETE.

3.2.1.1 Completed last quarter (see 05Q1 comments).
3.2.1.2 Complete. Revisions to core software (foreseen: end January 2005). A lot of testing has now been carried out, and the relevant software is included in Ganga 4.0.0beta1

3.2.1.3 Complete.  Updated CLI and GUI (foreseen: end February 2005). CLI update completed and GUI update postponed (see change control http://hepwww.rl.ac.uk/lhcb/computing/EB/june2005/gangachangeform.doc).
3.2.2 Level 1 Deliverable: COMPLETE.  The relevant software release is Ganga 4.0.0-beta1 available from http://isscvs.cern.ch/cgi-bin/viewcvs-all.cgi/prototype/Ganga4/python/?cvsroot=ganga with the user documentation at: http://ganga.web.cern.ch/ganga/user/v4
3.2.2.2 Complete. Implement plug-in handling (foreseen: end February 2005). The plug-in handling works well, and is included in Ganga 4.0.0beta1.

3.2.2.3 Complete. Update/implement plug-in modules (foreseen: end April 2005). Plug-ins have been implemented for the Gaudi-based applications of LHCb (Gauss, Boole, Brunel, DaVinci), for Athena-based Atlas applications, and for a number of back-ends: Localhost, LSF, gLite, DIRAC, DIAL and the Atlas Production System.  All but the last, which is still experimental, are included in Ganga 4.0.0beta1. 
3.2.3 Level 1 Deliverable: ONGOING (foreseen 1 November 2005).  

3.2.3.1 Completed last quarter (see 05Q1 comments).
3.2.3.2 Ongoing.  Demonstrate end-to-end user analysis in Atlas and LHCb (foreseen end June 2005).  Technically this has been achieved, but more testing is needed.

3.2.3.3 Rescheduled. JOE upgrade (foreseen: end June 2005). This has been postponed until the end of the Level 1 milestone, at the same time as the new date for the GUI upgrade (1 November 2005).
3.2.3.5 Well Advanced. Persistent job representations (foreseen end October 2005). Due to work already done on the job repository and storage element, this work is on schedule.
05Q3 Comments
This quarter the main focus has been on consolidating the large amount of development work from the earlier part of the year towards the full public release of Ganga 4, which is now scheduled for end October 2005. 
Alexander Soroko has concentrated largely on testing, debugging and performance improvements of the Ganga job repository and underlying modules in advance of the first public release of Ganga 4.  Other activities have included: 
a) A new locking mechanism, which allows simultaneous access to the repository from many Ganga sessions of the same user, has been implemented and tested.
b) A more consistent error handling mechanism has been developed for job streamers and the job repository. Error messages have been revised and made more informative.

c) The JobRepository class has been modified to suit a multithreaded environment, so that the monitoring and registry synchronisation threads can safely access it now.

d) In order to support Logical Folders in the Ganga Public Interface (GPI), a JobTree package has been developed by Alexander and presented to potential users.

e) The JobRepository interface has been updated to allow persistence of objects representing Logical Folders in GPI. Corresponding streamers have been developed as well.

f) Unit testing modules have been implemented for the job repository, streamers and the error handling mechanism.
g) In order to improve scalability of the job registry, new modules testing the performance of local and remote repositories have been implemented and successfully used.

Karl Harrison has played an important role by working on the experiment applications that will be run on the Grid by Ganga. This has included:
a) Running ATLAS applications on LCG. Karl worked with a summer student, Ruth Dixon del Tufo, on allowing the full set of Athena-based applications used in ATLAS (event generation, simulation, digitisation, reconstruction, data filtering, end-user analysis) to be run on LCG using Ganga.  Ruth was funded for two months by the first GridPP Dissemination Award (http://www.gridpp.ac.uk/news/-1125481285.175346.wlg), to develop a Ganga demonstration, which was successfully shown at the UK e-Science All-Hands Meeting and at the Atlas Software Workshop in September. This instigated extensive testing of Ganga, providing Karl with feedback that enabled him to work with Ruth to solve any problems and implement some new features useful for the demonstration (in particular, automatic copying of data to and from a storage element within a job).
b) Running LHCb applications on LCG via DIRAC. Karl contributed to the development of the Ganga plug-in for DIRAC, and tested the use of this plug-in for running LHCb jobs (mainly the start and end points of the data-processing chain: event generation and analysis). He has particularly been concerned with ensuring that the Ganga job submission through DIRAC works outside of CERN, and was able to set things up at Cambridge so that Ganga can submit to LCG from machines not configured as LCG user interfaces.
c) Core functionality, including job import and export. Some contributions were made to the core functionality, such as simplifying the Ganga startup, adding utility scripts for using Ganga at the command line outside of Python (e.g. allowing job status to be queried by giving the command "ganga query"); and adding  colour to Ganga messages.  Procedures were also defined for job import and export, with implementation to follow shortly.

Status of Deliverables
After the re-engineering phase of Ganga earlier this year, the deliverables are now back on schedule. The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: ONGOING (foreseen 1 November 2005).  Release with full job-building capabilities.

3.2.3.1 Completed 05Q1.
3.2.3.2 Complete. Demonstrate end-to-end user analysis in Atlas and LHCb (foreseen end June 2005).  Use of Ganga to run analysis jobs on LCG resources has been extensively tested, and works well for both experiments. Jobs are submitted to an LCG resource broker in the case of ATLAS, and are submitted via DIRAC in the case of LHCb.  For ATLAS job submission, demonstrations were given at a Ganga Tutorial (CERN, 7th September), at the GridPP stand during the UK e-Science 

All-Hands Meeting (Nottingham, 19th-22nd September), and at the Atlas Software Workshop (CERN, 26th-30th September).  For LHCb job submission, a demo was given at the LHCb Software Week (CERN, 27th-30th September).  
3.2.3.3 Not Complete. JOE upgrade (rescheduled to 1 November 2005 – see 05Q2 comments). Work on this item is delayed until requirements from the experiments are clearer.  LHCb proposes to move from text-based job options to python-based job options, but the way in which this will be implemented hasn't yet been decided.  ATLAS already uses python-based job options, but is aiming to define a standard set of transformations (operations on data), which may have significant consequences for the way in which job options are used.
3.2.3.4 Ongoing. Review tools for accessing metadata catalogues. Work on this item is affected by uncertainties and delays in the experiments' data-handling systems.  For ATLAS, access to the            DIAL dataset catalogue is already possible from Ganga, and work on selecting data from Ganga using the ATLAS Metadata Interface (AMI) has started.  What will be needed in the context of the new Distributed Data Management System of ATLAS isn't yet clear.  For LHCb, tools developed in the             context of Ganga 3 for accessing the experiment's bookkeeping database can probably be reused.  However, information on the data available at the (Tier 1) LCG sites is not yet registered in this database.

3.2.3.5 Well Advanced. Persistent job representations (foreseen end October 2005). The tools used by Ganga for creating, storing and loading persistent job representations used internally are working             well.  Details of how to export these representations, allowing sharing between users, have been finalised, and the work is expected to be completed on schedule.
3.2.3.6 Ongoing.  Updated Graphical User Interface (foreseen end October 2005). Work on the             update to the Ganga GUI is being undertaken by Alvin Tan (see ATLAS Logbook).  The job-configuration panel, the monitoring panel and a scripting panel have all been implemented. Subject to ATLAS commitments, it is anticipated that Alvin will be devoting a large amount of his time to the Ganga GUI over the coming weeks.
3.2.4 Level 1 Deliverable: ONGOING (foreseen 1 April 2006).  Release with support for full range of ATLAS and LHCb applications.
3.2.4.1 Ongoing. Integrate package management tools for use by Ganga (foreseen end December 2005. Package-management tools provided by DIRAC are implicitly used to install software when Ganga submits LHCb jobs to LCG via DIRAC.
3.2.4.2 Ongoing. Provide plug-in modules to support full range of ATLAS and LHCb applications (foreseen end March 2006). The plug-in modules implemented support all steps in the standard processing chains of both experiments: event generation, detector simulation, digitisation, reconstruction, data filtering and end-user analysis. Support for applications not based on the Gaudi/Athena framework (e.g. ROOT) is planned.
3.2.4.3 Not Complete. Enable job splitting and merging for full range of ATLAS and LHCb applications (foreseen end April 2006). 
05Q4 Comments
During this quarter, progress has been made on many fronts with the first public release of Ganga (version 4.0.1) made available after extensive redesign work on 21 October 2005. See http://ganga.web.cern.ch/ganga/user/ for documentation and installation instructions.

LHCb also participated in the LCG Service Challenge 3 (SC3) with large-scale data transfers tested between the Tier 0 centre at CERN and the six external Tier 1 centres. This resulted in the replication of DST data over the collaboration, providing the ideal test-bed to start to establish distributed analysis using Ganga. 
Alexander Soroko has focussed on improving the performance of the Ganga job repository, finalising the design of the logical folders module, implementing support for the job splitting at the repository level and extensive testing/debugging. Details are given below:
a) Deep modifications to both the ARDA interface implementation and implementation of the local repository interface were made, including a more robust locking mechanism and a new internal format for serializing the database. All the functionality of the ARDA interface is still available and works well with both a multi-process environment and a distributed file system like AFS. The new code has no scalability problems and can easily cope with 10000 jobs in the repository, whereas the old implementation had difficulties with more than 1000 jobs. It is still written in pure Python, but now works 80 - 100 times faster, with further gains in the case of bulk operations
b) Modifications were made in the interface and implementation of logical folders. They include new convenience methods like listjobs and listdirs, support for wildcards in directory names, support for both job id and job object as a parameter to the job look up methods, and type safety checks in the methods that add jobs to folders.
c) Support for the splitting in the repository includes a set of new meta properties associated with a job, addition of some new methods to facilitate bulk operations with subjobs, and recognition of a new internal format for job ids. 

The improvements related to the job repository and logical folders were needed for milestone 3.2.3. The activity related to the job splitting is needed to fulfil the milestone 3.2.4.3. 
Karl Harrison’s work has been varied this quarter and has included:
a) Tools for exporting and importing Ganga objects (20%). Relevant to deliverable 3.2.3.5. Functions have been implemented that allow all types of Ganga object with which a user interacts (jobs, applications, backends, datasets, etc) to be exported to file and subsequently reloaded. Objects are exported in human-readable text format, which may be edited.

b) Ganga configuration (15%). Relevant to deliverable 3.2.5.2. The Ganga core has been modified that allow defaults for all properties of Ganga objects to be set in a user's configuration file.  This means that, for example, a user who is working with a particular release of an ATLAS or LHCb application can set the appropriate value once in the configuration file rather than having to set it every time a new application object is created.

c) Scripts for using Ganga from command line (15%). Relevant to deliverable 3.2.5.2. Ganga defines an API in Python, and exploitation of the full power of Ganga requires knowledge both of Python and the Ganga API.  For users familiar with submitting jobs to a batch system using "bsub myScript" or similar, having to learn a new language to submit Grid jobs can seem excessive.  The Ganga GUI provides one solution to the problem, and as a complementary approach Python scripts allowing Ganga to be used from the command line are being included in the Ganga distribution.  Karl added to the scripts already written in 2005 Q3 so that an LHCb analysis job can be run on the Grid using three simple commands – one to create the job, one to submit and one to query status.
d) Condor backend and associated adapters for Gaudi and Executable (20%). Relevant to deliverables 3.2.4.2 and 3.2.5.1. Karl has implemented a plug-in class that allows Ganga to submit jobs to a Condor batch system, and has written the adapters allowing submission of LHCb Gaudi jobs and experiment-independent executable jobs.

e) Adapters for direct submission of LHCb Gaudi jobs to LCG (10%). Relevant to deliverables 3.2.4.2 and 3.2.5.1. Work has started on writing the adapter to allow LHCb Gaudi jobs to be submitted directly to LCG, as an alternative to being submitted to LCG via DIRAC.  This is interesting both because it will provide additional flexibility and because it will enable comparisons to be made of the performance achieved using LCG alone and using LCG via DIRAC.

 In addition to the above, Karl headed the team that organised the 2nd LHCb-UK software course at Cavendish Laboratory, 10 -12 January (20%). Relevant to successful achievement of high-level objectives (point d in section 2). The course had a total of 41 participants, including 10 tutors and provided an introduction to using the LHCb event-processing applications, and to running these on distributed resources using Ganga.  In the feedback forms completed by participants, the main problems mentioned in relation to using the Grid were to do with certificates (obtaining them, registering with LCG, converting to right format).  Ganga itself was complimented for it's easy of use, with comments including: "very straightforward", "pretty nice and surprisingly advanced", "easy to submit jobs using Ganga", "great!" and "nicely designed".

Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: ONGOING (foreseen 1 November 2005).  Release with full job-building capabilities. A change control is submitted to delay this level-1 milestone until 1 April 2006, due to uncertainties with 3.2.3.3 and 3.2.3.4,

3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Complete. JOE upgrade (rescheduled to 1 November 2005). The situation has not changed significantly since 05Q3. This secondary milestone is now changed to an assessment to clarify the situation regarding jobs options and reschedule a new deliverable later in the Ganga programme (metric required by 1 April 2006).
3.2.3.4 Ongoing. Review tools for accessing metadata catalogues. The development of support for datasets is progressing, but some of the uncertainties and delays mentioned in 05/Q3 still remain. The new ATLAS Data Management System became available in this quarter, but is taking some time to deploy.  For LHCb a prototype of the AMGA bookkeeping was deployed for Service Challenge 3, but the implementation is still under development and being refined (see LHCb Logbook). 
 3.2.3.5 Complete. Persistent job representations (foreseen end October 2005). The persistency mechanism represents jobs in terms of GPI code, which can be understood and edited by a Ganga user. Persistent representations of other types of Ganga object (e.g. application and backend) are supported via the same mechanism.
http://isscvs.cern.ch/cgi-bin/viewcvs-all.cgi/ganga/python/Ganga/?cvsroot=ganga&only_with_tag=Ganga-4-1-0-beta4
3.2.3.6 Complete.  Update Graphical User Interface for changes to core software (foreseen end October 2005). A beta release of the Ganga GUI has been made by Alvin Tan after the changes to the core software. Further improvements to the GUI beyond this milestone are already in hand.
http://isscvs.cern.ch/cgi-bin/viewcvs-all.cgi/ganga/python/GangaGUI/?cvsroot=ganga&only_with_tag=Ganga-4-1-0-beta4
3.2.4 Level 1 Deliverable: ONGOING (foreseen 1 April 2006).  Release with support for full range of ATLAS and LHCb applications.
3.2.4.1 Complete. Integrate package management tools for use by Ganga (foreseen end December 2005. Package-management tools (CMT) provided by DIRAC are implicitly used to install software when Ganga submits LHCb jobs to LCG via DIRAC. In the case of jobs submitted directly to LCG the software is pre-installed.
3.2.4.2 Ongoing. Provide plug-in modules to support full range of ATLAS and LHCb applications (foreseen end March 2006). On the LHCb side this is well-advanced and the January software course provided further input for the requirements. On the ATLAS side, all Athena-based applications are currently supported, but changes to the handlers are planned in the near future for compatibility with a new “transformation description” being adopted by the collaboration.
3.2.4.3 Ongoing. Enable job splitting and merging for full range of ATLAS and LHCb applications (foreseen end April 2006). The framework is almost ready and this work is on schedule. Splitting of basic jobs and LHCb analysis jobs is expected to be available in release 4.1. 
3.2.5 Level 1 Deliverable: ONGOING (foreseen 1 December 2006). Release that supports all available functionality on the full range of Grid/batch back-ends. 

3.2.5.1 Ongoing. Provide plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends (foreseen end July 2006). Plug-in modules for LCG, DIRAC, LSF, Condor and PBS have been written, together with adapters allowing submission of a range of ATLAS and LHCb applications. 
3.2.5.2 Ongoing. Demonstration of full user analysis cycle (foreseen end September 2006).  Pioneering users in LHCb are using Ganga for real analysis work (as opposed to test jobs) using distributed resources, with a little help from developers. Similar work in ATLAS will start once the experiment’s data management tools are in place.

Change Control Requested

In view of the situation regarding 3.2.3.3 and 3.2.3.4 a change control is submitted to change the completion date of the level deliverable 3.2.3 from 1 November 2005 to 1 April 2006. This includes redefining the secondary milestones 3.2.3.3 and 3.2.3.4 to:

3.2.3.3  - "Review tools for job configuration and assess requirements for Job Options Editor ( JOE), including rescheduling of JOE milestones later in the Ganga programme".

3.2.3.4 - "Review tools for accessing metadata catalogues and integrate in Ganga where possible. Otherwise document situation and reschedule metadata milestones later in Ganga programme". 

This will enable the Ganga development to proceed largely on schedule and the experiment dependent requirements to be re-factored into the later milestones.

06Q1 Comments
This quarter the second public release, version 4.1.0, was made available on 22 March 2006. See http://ganga.web.cern.ch/ganga/user/install_slc3_gcc323/4.1.0 to access this version. LHCb has also been preparing for DC06/SC4, which will use simulated data to test out automated reconstruction, stripping and analysis distributed over the six external Tier centres. Later in the year, this will result in a DST dataset of over 30TB at every centre, providing an ideal analysis environment for Ganga.

Alexander Soroko has concentrated on job splitting developments, the migration to a new remote repository and developing administrative tools for users. Details are given below.
a) The job splitting support has been optimised at the level of the job repository. In particular, in order to improve the performance and scalability of the repository, the code has been amended so that the sub-jobs and the master job of a split job are stored in separate tables in the repository. Deep modifications have been made to the local repository, because in contrast to the remote one it uses its own implementation of the database backend. Relevant to milestone 3.2.4.3.
b) In order to keep the master job and sub-jobs in separate tables in the repository, the job streamers have been modified so that any split job object is automatically converted into multiple strings representing master job and sub-jobs. The job object factory has also been updated to support multiple streams as input to creating split jobs. Relevant to milestone 3.2.4.3.
c) Migration to a new remote repository based on a dedicated AMGA server has been completed. As the new AMGA server has a more advanced interface, this transition involved extensive testing of both the server and the Ganga client. After debugging the server code only minor adjustments were required for the client. Relevant to milestones 3.2.4, 3.2.5.  
d) As the new Ganga remote repository provides full support for user authentication and authorisation, a set of administrative tools has been developed, which allow the setting up of a user account linked to his/her grid certificate, initialising the home directory in the AMGA database, and assigning owner and group permissions for that directory. Relevant to the milestones 3.2.4, 3.2.5. 
e) Bearing in mind the long term support for the external modules relevant to the Ganga repository, different candidates for the local database backend have been considered. As a result, the ARDA developers agreed to incorporate the Ganga implementation of the AMGA interface written in python as a part of their project. The relevant modules have been placed into the gLite CVS as org.glite.amga.api-python. Relevant to the milestones 3.2.4, 3.2.5.

Karl Harrison's work during this quarter has focused on consolidating Ganga functionality, aiming to improve robustness to provide a production-quality system, essential for deliverable 3.2.5. In addition, Karl has started investigating issues of Ganga portability relating to deliverable 3.2.6. Details are given below:
a) Ganga testing (30%).   Karl has carried out extensive testing of the Ganga beta releases prior to the public release of 4.1.0, contributing a number of bug fixes and improvements.  Ganga has included various unit tests for some time, but the development of these has been a bit haphazard, with the result that the test system has become cumbersome and the coverage of the tests is patchy.  Karl is taking responsibility for developing a more cohesive test framework, and for ensuring that tests for all aspects of the functionality are included.
b) User support (40%). In a follow-up to the LHCb Software course held at the beginning of January, Karl has worked closely with members of the LHCb group at Cambridge, to ensure that they make best use of Ganga for running jobs on the Grid, including tests of job splitting. The work has been valuable in providing feedback that has led to usability improvements for release 4.1.0.  The Ganga users have been able to run analyses on the entire inclusive-b background sample of LHCb, something not viable using local resources, and have been very happy both with Ganga's ease of use and the analysis results they have been able to obtain.
c) Job submission in the background (10%). When a large job is split into tens of sub-jobs, the time for      all the sub-jobs to be submitted can be several minutes.  To avoid the user having to wait for this length of time before the prompt is returned, Karl has added the possibility of background job submission.  In this case, Ganga creates and submits a local job that takes care of the Grid submissions, and the prompt is available again almost instantly.
d) Work with a PhD student extending LHCb distributed computing to Windows platforms (20%).      Microsoft Research is funding a PhD student at Cambridge to work on enabling distributed computing on Windows platforms through an extension of DIRAC, the LHCb Workload Management System, and is interested in Ganga as the job submission tool. Karl is providing technical supervision of the PhD student, and has started investigating the portability issues to be      resolved to allow use of Ganga from Windows.
In addition, it should be noted that Alvin Tan has made significant contributions to the Ganga core. In particular:

· The Ganga GUI.

· Automatic documentation system enhancement.
· Ganga schema enhancement. 

· Testing, highlighting bugs and providing fixes.

This effort is assumed to be covered by the ATLAS logbook and is not accounted here.

With the second public release of Ganga, version 4.1.0, on 22 March 2006, the level-1 deliverable 3.2.3 is now considered complete. This is despite the fact that two of the six secondary milestones are incomplete due to dependencies. One of these (3.2.3.3) is due to the uncertainty surrounding the JOE upgrade and the differences in the way that ATLAS and LHCb handle job options.  This work is largely covered by deliverables A6.1 and A6.2 in the ATLAS logbook and therefore subject to reprioritisation in ATLAS, LHCb and Ganga.  The other secondary milestone (3.2.3.4) concerns metadata access for both experiments and this will be simply subsumed into the next release of Ganga (4.2.0) and hence into level 1 milestone 3.2.4, enabling development work to proceed. 
Milestone 3.2.4 needs to be rescheduled as the foreseen date (1 April 2006) cannot be met and a change control request is submitted separately for this.

The status of deliverables is summarised below.

Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release (4.0.0-beta1 and 4.0.1) with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: COMPLETED 06Q1.  Release (4.1.0) with full job-building capabilities.

3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Complete. Review tools for job configuration and assess requirements for Job Options Editor ( JOE), including rescheduling of JOE milestones later in the Ganga programme (rescheduled to 1 April 2006). This is still not a priority for the experiments and no progress has been made. There are differences in the way that ATLAS and LHCb handle job options and completion of this milestone is also dependent on A6.2 and A6.2 in the ATLAS logbook. Given the current uncertainty, this Ganga release was not delayed.
3.2.3.4 Ongoing. Review tools for accessing metadata catalogues and integrate in Ganga where possible. Otherwise document situation and reschedule metadata milestones later in Ganga programme. There continue to be uncertainties in the experiments’ plans in this area, but work on enabling selection from Ganga of both ATLAS and LHCb datasets has started. The functionality is expected to be available with release 4.2.0 planned for June 2006 and this secondary milestone is therefore subsumed into 3.2.4. 

3.2.3.5 Completed 05Q4.
3.2.3.6 Completed 05Q4.
3.2.4 Level 1 Deliverable: ONGOING (foreseen 1 April 2006, delayed until 1 October 2006).  Release (4.2.0) with support for full range of ATLAS and LHCb applications.
3.2.4.1 Completed 05Q4.

3.2.4.2 Completed. Provide plug-in modules to support full range of ATLAS and LHCb applications (foreseen end March 2006). Handlers providing support for the full range of LHCb Gaudi applications and ATLAS Athena applications are in place. The details of the application schema used in Ganga are expected to evolve on the basis of user feedback, but the deliverable is now considered complete. 
3.2.4.3 Ongoing. Enable job splitting and merging for full range of ATLAS and LHCb applications (foreseen end April 2006). Dataset splitting for LHCb applications is implemented in release 4.1.0. A dataset splitter for ATLAS applications is in the testing phase and will be included in release 4.2.0 (June 2006). Work on job merging has started, and the merging functionality should also be available with release 4.2.0. 
3.2.5 Level 1 Deliverable: ONGOING (foreseen 1 December 2006). Release that supports all available functionality on the full range of Grid/batch back-ends. 

3.2.5.1 Ongoing. Provide plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends (foreseen end July 2006). Work is in progress on a plug-in allowing submission via PANDA (Production and Distributed Analysis) – the DIRAC-like system being developed for ATLAS job submission to the US Open Science Grid. 
3.2.5.2 Ongoing. Demonstration of full user analysis cycle (foreseen end September 2006).  A number of LHCb physicists are regularly using Ganga to run large-scale analyses (of the order of 1 million events) on the LHC Computing Grid, with DIRAC as the workload management system.

06Q2 Comments
For LHCb, this quarter has been dominated by the production of simulated events for DC06 with typically 5,000 concurrent jobs running at any one time since May.  The digit data have been accumulated at CERN for eventual distribution to the six Tier 1 centres for reconstruction/stripping in quasi-real time (about to start at the time of writing).  The resultant DSTs will be replicated to all of the Tier 1 sites and should form a large distributed dataset for Ganga users to exploit in the latter half of 2006.
Development of Ganga has continued with the latest release 4.1.5 made available on 12 July and beta releases of 4.2.0 made available to developers and selected users in June.
The main efforts of Alexander Soroko this quarter have been focussed on setting up secure access to the remote job repository, updating the interface to the LHCb bookkeeping database, code testing and support. Details are given below.
a) In order to migrate to the secure job repository, a number of test user accounts were set up at the remote AMGA database using previously developed administrative tools. The Ganga repository client and repository factory have been updated to support both insecure and secure connections based on user Grid Proxy certificates. Various tests have been done, the performance has been found satisfactory, and the updates are scheduled for the next Ganga public release. This effort took 50% of all time (relevant to the milestone 3.2.6).
b) To provide access to the LHCb bookkeeping database from Ganga, the existing AMGA and XML RPC interfaces have been unified and presented as a generic interface. This interface has been tested with the assistance of Carmine Cioffi and integrated into the Ganga framework with the help of Andrew Maier from CERN. This effort took 15% of all time (relevant to the milestone 3.2.5.1).
c) The reliability of the system has been increased by developing a set of tools for making a backup of the remote repository using the AMGA interface. It allows the storage of individual users directories as well as the whole repository. This effort took 10% of the time (relevant to the milestone 3.2.6).
d) Amendments to the Ganga public interface have been proposed to support multiple job repositories within the Ganga framework. This effort took 5% of the time (relevant to the milestone 3.2.6).
e) The possibility to build a Lightweight Storage Element (LSE) based on DIRAC tools to serve Ganga users has been investigated. It appears that such an LSE is quite feasible provided some small re-factorisation effort from the DIRAC side is done. A necessary agreement with the DIRAC team has been reached. This effort took 5% of the time (relevant to the milestone 3.2.5.4).
f) The LogicalFolders module has been documented in order to integrate it into the Ganga automatic help system. This effort took 5% of the time (relevant to the milestone 3.2.5).
g) The repository support included bug fixing and communication with other developers in order to resolve their problems related to the repositories. This effort took 10% of the time.
h) A paper for the All Hands Meeting 2006 has been written, submitted and accepted : K. Harrison, C. L. Tan, D. Liko, A. Maier, J. T. Mosciki, U. Egede, R. W.L. Jones, A. Soroko, G.N. Patrick, GANGA: A Grid User Interface for Distributed Data Analysis.
Karl Harrison’s main activities this quarter have centred around developing a user credential package and extensive dissemination activities. This has greatly assisted both ATLAS and LHCb end-users to start distributed analysis on the Grid. Details are given below.
a) Checking/renewal of user credentials (20%)  => Deliverable 3.2.5.1.  Karl has implemented a package that allows checking and renewal of a Grid proxy and/or AFS token.  This is to be used in the Ganga monitoring loop, to ensure, for example, that a user always has a valid proxy when output is retrieved from an LCG     site or when contacting the remote repository.
b) Encouraging the use of Ganga for physics analysis (80%)  => Deliverable 3.2.5.2.     Karl's continued efforts have led to extensive use of Ganga for LHCb analysis at Cambridge, where the users have included 5 undergraduate project students.  The success of the project students in running their analyses on the Grid is reported in a GridPP news item (http://www.gridpp.ac.uk/news/-1149863627.881156.wlg), and is an excellent demonstration that Ganga achieves its goal of making the Grid easy to use for physics studies.  The work with the Cambridge users represented a comprehensive testing of Ganga, and has allowed Karl to identify and fix of a number of small      problems. 
c) Karl was also one of the organisers of the ATLAS tutorial on distributed analysis using Ganga CERN, 2nd June 2006).  Although  scheduled at short notice, the tutorial was attended by about 25 physicists, who were very impressed with the Ganga functionality.

Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release (4.0.0-beta1 and 4.0.1) with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: COMPLETE.  Release (4.1.0) with full job-building capabilities.


3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Complete. Review tools for job configuration and assess requirements for Job Options Editor ( JOE), including rescheduling of JOE milestones later in the Ganga programme (rescheduled to 1 April 2006). Note: deprecated and subject to reprioritisation of ATLAS/LHCb deliverables – see 06/Q1 discussion.
3.2.3.4 Ongoing. Review tools for accessing metadata catalogues and integrate in Ganga where possible. Otherwise document situation and reschedule metadata milestones later in Ganga programme. The interface to the LHCb bookkeeping database is at the testing phase. For ATLAS, there has been some discussion with the developers of the ATLAS Metadata Interface (AMI), and the plan is to use this directly.  Note: this secondary milestone has been subsumed into 3.2.4 – see 06/Q1 discussion. 

3.2.3.5 Completed 05Q4.
3.2.3.6 Completed 05Q4.

3.2.4 Level 1 Deliverable: ONGOING (foreseen 1 April 2006, rescheduled to 1 October 2006).  Release (4.2.0) with support for full range of ATLAS and LHCb applications. 
See http://hepwww.rl.ac.uk/lhcb/computing/EB/Mar2006/gangachangeform324.doc
3.2.4.1 Completed 05Q4.

3.2.4.2 Completed 06Q1. 

3.2.4.3 Ongoing. Enable job splitting and merging for full range of ATLAS and LHCb applications (foreseen end April 2006). Dataset splitting for LHCb applications was implemented in release 4.1.0 in 06Q1 and is included for ATLAS applications from release 4.1.2 (23 May 2006). Merging of output ROOT files is in the testing phase. 
3.2.5 Level 1 Deliverable: ONGOING (foreseen 1 December 2006). Release that supports all available functionality on the full range of Grid/batch back-ends. 

3.2.5.1 Ongoing. Provide plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends (foreseen end July 2006). Small improvements have been made to the LCG and DIRAC plug-ins. First tests have been carried out of the plug-in for PANDA submission. 
3.2.5.2 Completed. Demonstration of full user analysis cycle (foreseen end September 2006). Analysis cycle demonstrated to great effect in LHCb by members of the Cambridge HEP group who used Ganga to submit jobs to the Grid to process more than 70 million B events (about 5TB of data) over a three month period. Analysis cycle for ATLAS demonstrated successfully at the ATLAS Tutorial on Distributed Analysis using Ganga at CERN on 2 June 2006.
3.2.5.3 Completed. Provide interface to back-end tools for performing resource queries (foreseen end September 2006).  The new GangaPlotter package allows graphical representation of job-related statistics. See https://twiki.cern.ch/twiki/bin/view/ArdaGrid/GangaPlotter
3.2.5.4 Ongoing. Provide interface to back-end tools for data management (foreseen end November 2006). A first version of the interface to the ATLAS DQ2 data-management tools has been implemented. Work is in progress to define a general scheme for data management within Ganga that will be suitable for both ATLAS and LHCb.
06Q3 Comments

The main focus in LHCb during the last quarter has been the DC06 data challenge. DC06 has two aims: (a) to make a realistic test of the computing model to mimic what will be done with the real data, and (b) to produce simulated data for “physics quality” analysis. In both cases, there are four steps:

1. Simulation at all sites (Tier 2 and Tier 1) with the digitised output (DIGI) written to the CERN Tier 0 centre.

2. Reconstruction at the six external Tier 1 centres (plus CERN) using DIGI data streamed from the CERN Tier 0.

3. Stripping of events to produce final DSTs (essentially a pre-selection analysis step). 
4. Replication of DSTs to all Tier 1 centres.

Although not formally part of the data challenge, these steps are followed by user analysis using Ganga and the DIRAC WMS utilising contributions developed as part of the GridPP programme.
The UK has played a prominent role in both the production of simulated events over a large number of T2/T1 sites and their reconstruction at the RAL Tier 1. Stripping has yet to commence due to final technical developments. User analysis (via Ganga) and testing was therefore continuing using data mainly from previous data challenges, until DSTs from DC06 become available. 

Ganga 4.2.0-beta10 was released on 29 September and, provided no major problems are discovered, this will become public release 4.2.0 after the first week of October. 

For Alexander Soroko, the main efforts this quarter have included extending the functionality of the Ganga job repository for better integration with other modules, envisaging the use of multiple job repositories and further code testing and support. Details are given below:

a) The Credentials package developed by K. Harrison and C.L. Tan was integrated with the JobRepository package that allows automatic creation of Grid proxies required for secure access to the remote job repository. This effort took 20% of all time (relevant to milestone 3.2.6).

b) In order to support job loading "on demand", the gangaObject factory was amended, so that it can create job objects in a partially loaded state. The checkout method of the job repository was updated to allow for incremental loading of split jobs. This effort took 30% of all time (relevant to milestone 3.2.6).

c) In order to provide support for multiple repositories on the GPI level, the repository methods were amended to accept fully qualified job identifiers and to allow working in a "read only" mode. This effort took 20% of all time (relevant to milestone 3.2.6).

d) The repository support included bug fixing and communication with other developers in order to resolve their problems related to the repositories. This effort took 20% of the time.

Two talks were also given by Alexander this quarter at the Europython conference at CERN in July and the UK e-Science All Hands Meeting at Nottingham in September.
This quarter Karl Harrison’s main activities  have focussed on improving the checking of user credentials, implementing a backend for interactive jobs, running Ganga with Windows and the important role of user training. Details are given below:
a) Checking/renewal of user credentials (35%)  => Deliverable 3.2.5.1.  Karl has made improvements to the package for checking and renewing a Grid proxy and/or AFS token, and has worked with other     developers on integrating proxy checking in the Ganga framework. The result is that proxy validity is automatically monitored, and renewal is requested as needed, in the Ganga monitoring loop, and the user additionally has access to a proxy object allowing manual operations.  Work on integrating AFS token checking will be undertaken for the next release.

b) Interactive backend (25%) => Deliverable 3.2.5.1. Karl has implemented and tested a backend that allows jobs to be run interactively, with the job's standard output sent to the user's terminal. This is designed to help with running tests with short jobs before submitting a longer job to either a local batch system of the Grid.

c) Distributed computing under Windows (15%)  => Deliverable 3.2.6.1. Karl has undertaken activities aimed at gaining a better understanding of the requirements for running Ganga under Windows.  In particular, he attended a meeting in Marseille on LHCb distributed computing under Windows, and has continued to provide technical supervision for the Microsoft-sponsored PhD student who is working to enable use under Windows of the  LHCb workload-management system. 

d) User training (20%)  => Deliverable 3.2.7.1. Karl has contributed to preparing and testing material for two tutorials on Ganga / Distributed Analysis given to members of the ATLAS collaboration, one held at CERN (11th September 2006) and one held at Milan (22nd September 2006).  He participated as tutor at the first of these.

e) Usability features (5%) => Deliverable 3.2.7.1. Karl has added to the scripting possibilities with Ganga, in response to requirements for the ATLAS Ganga tutorials.  For example, he has added more flexibility to the way that script search paths  are set up, and has introduced the possibility to specify a job's submission backend as a command-line argument.

Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release (4.0.0-beta1 and 4.0.1) with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: COMPLETE.  Release (4.1.0) with full job-building capabilities.


3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Completed/Deprecated. See 06/Q1 discussion.

3.2.3.4 Completed. Tools for accessing the LHCb bookkeeping database are fully integrated in Ganga. A review of the ATLAS  metadata interface (AMI) was held over the summer: 

https://twiki.cern.ch/twiki/bin/view/Atlas/ReviewOfAMI . This has helped to define the future direction for AMI, and the idea remains that  Ganga should be an AMI client, with minimal coding on the Ganga side. For the time being, the best information on available ATLAS data is obtained using the data-management tools (deliverable 3.2.5.4). The progress with AMI will continue to be followed, but this deliverable is now considered complete.
3.2.3.5 Completed 05Q4.
3.2.3.6 Completed 05Q4.

3.2.4 Level 1 COMPLETE (foreseen 1 April 2006, rescheduled to 1 October 2006).  Release (4.2.0) with support for full range of ATLAS and LHCb applications. Ganga 4.2.0-beta10 was released on 29 September and, provided no major problems are discovered, this will become public release 4.2.0 after the first week of October. http://ganga.web.cern.ch/ganga/user/install_slc3_gcc323/4.2.0-beta10/ (when available)
3.2.4.1 Completed 05Q4.

3.2.4.2 Completed 06Q1. 

3.2.4.3 Completed. Enable job splitting and merging for full range of ATLAS and LHCb applications (foreseen end April 2006). Splitting of LHCb Gaudi jobs and ATLAS Athena jobs, based in splitting of the input datasets, and merging of the ROOT output files has been implemented. Splitting and merging of Athena jobs was covered in the ATLAS Ganga tutorial held at CERN during software week (11-15 September 2006). Additional splitters and mergers may be added in response to user requests, but the deliverable is considered complete. 
3.2.5 Level 1 Deliverable: ONGOING (foreseen 1 December 2006). Release that supports all available functionality on the full range of Grid/batch back-ends. 

3.2.5.1 Ongoing. Provide plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends (foreseen end July 2006). An “interactive” backend, useful for debugging of short jobs, has been added. Further improvements have been made to the LCG and gLite plug-ins. Work is still needed on the plug-in for PANDA submission. 

3.2.5.2 Completed 06Q2. 
3.2.5.3 Completed 06Q2. 
3.2.5.4 Completed. Provide interface to back-end tools for data management (foreseen end November 2006). The ATLAS DQ2 data-management tools are fully integrated in Ganga. LHCb data management tools are used behind the scenes when jobs are submitted to DIRAC, and client tools for managing datasets are included in Ganga.
06Q4 Comments

Both ATLAS and LHCb are now in the phase of testing their full computing models across the Grid and are starting to ramp-up the commissioning of their software systems and infrastructure for data at the end of 2007.  This has encouraged an increased interest in Ganga from physicists who are looking for a well-designed interface that hides all of the complexity. LHCb is still in the midst of the DC06 data challenge and it is anticipated that the final DST data will provide another boost in the take-up of Ganga.   
There have been six Ganga sub-releases since October (a reflection of the growing ATLAS/LHCb user community). The current version is 4.2.6 released on 20 December 2006.  The next major release will be 4.3 and this is scheduled for early 2007. 
For Alexander Soroko, the main efforts this quarter were aimed towards the migration of the remote job repository to the new AMGA server, which has an Oracle database, centrally supported by CERN, as the repository backend. This work is essential to meet milestone 3.2.6 and in particular milestone 3.2.6.4. However, some unexpected problems emerged during the migration. It appears that the Oracle ODBC driver used by AMGA server has several bugs inhibiting storage of Ganga jobs large than 4K in the repository, which is a severe limitation. It also appears that the performance of the remote repository is 4-5 times slower than the local one, especially for bulk operations with split jobs. To overcome these problems: 
a) New architecture of the job repository  has been redesigned in cooperation with Birger Koblitz, who is developing the AMGA interface. Job blobs were separated from job metadata and were put in a separate table in the database. A new set of AMGA methods that provide the ability to exploit the advantages of bulk operations has been selected to manipulate the jobs. A procedure to ensure atomic conditional updates of the jobs has been established. A garbage collection mechanism has been envisaged. This effort took up 30% of time.
b) Most of the classes and methods of the JobRepository package relevant to the new architecture have been implemented. The completion of the implementation is scheduled for the end of January 2007. This effort took up 40% of time.
c) A set of test scripts have been developed to check the performance and reliability of the new repository. This effort took up 20% of time. 
Other activities in this quarter were related to the deployment of administrative tools within the LHCb virtual organisation for automatic creation of user accounts for the remote repository. This effort took up 10% of time. 
This quarter, Karl Harrison has continued work on the credentials package, written software for file viewing, supervised the Windows-specific work and has spent a significant amount of time on user training and support. Details are given below:  

a) Checking/renewal of user credentials (15%) => Deliverable 3.2.5.1. Karl has made further refinements to the credentials package, to integrate the credential checking in the Ganga monitoring loop. As of release 4.2.5, a user's Grid proxy and (where relevant) AFS token are automatically checked by Ganga.
b) File viewing (25%) => Deliverable 3.2.7.1. Output and input files associated with Ganga jobs are stored in a dedicated work area.  This is good for keeping things in order, but navigating to the work area to examine file contents can quickly become tiresome.  Karl has written code that allows a job's input and output files to be accessed more easily - for example: j.peek("myHistos.root") to open the histogram file produced by job j. Associations between (default) viewing command and file suffixes are configurable. The potential for viewing output from running jobs has been built into the system, and has been implemented for local jobs.
c) Distributed computing under Windows (15%) => Deliverable 3.2.6.1. Karl has continued to provide technical supervision for the Microsoft-sponsored PhD student who is working to enable use under Windows of the LHCb workload-management system (DIRAC). This work is progressing well, and various types of LHCb job have been successfully processed using a DIRAC agent running on a small Windows cluster.  In the case where no user code is required, jobs can be submitted to the Windows system from Ganga running on a Linux machine.  Work is starting on resolving the problems that currently prevent Ganga itself from running under Windows.
d) User training and support (25%) => Deliverable 3.2.7.1. Karl was one of the tutors at the Ganga tutorial held during the ATLAS Overview Week (CERN, 2nd-6th October 2006), and is involved in the organisation of two future software courses that will include Ganga tutorials: the 3rd LHCb-UK Software Course (NeSC, Edinburgh, 8th-10th January 2007) and the ATLAS Distributed Computing Tutorial (NeSC, Edinburgh, 1st-2nd February 2007).  Karl also contributes strongly to the Ganga support effort.
e) User survey (20%) => Deliverable 3.2.7.1. Karl was convenor of the opening session of the Ganga Developer Days opening session: "Overview of current release and consolidation".  As a part of the preparation for this, he initiated a user survey.  This involved sending a feedback request to relevant ATLAS and LHCb mailing lists, contacting a subset of known Ganga users individually to solicit replies, and ensuring that any problems mentioned by users were quickly followed up.  Responses were obtained from a total of 27 people, 15 from LHCb, concentrated in the UK (with a peak of 5 Ganga users at Cambridge), and 12 from ATLAS, uniformly distributed among several countries (China, France, Germany, Italy, Spain, Switzerland, UK).  Users expressed satisfaction with much of the current Ganga functionality, with the documentation, and with the level of support provided.  They also gave a number of suggestions for future improvements, and these are being incorporated in the Ganga workplan. Survey results are attached to the agenda for the Ganga Developer Days:       http://indico.cern.ch/conferenceDisplay.py?confId=7528
Future Effort
The Ganga project was originally created as a UK project under GridPP1 with support from CERN. Within GridPP2, the development effort was continued and the project is still recognised as a mainly UK project. While the major components of Ganga are now in place and require only limited maintenance and development, there will be continuous development effort on the experiment plug-ins. This is due to the experiment software still being in a phase of very rapid development in preparation for data taking. Current examples of these changes are the support for DQ2 in ATLAS, a new s/w configuration in LHCb and a re-factoring of the LHCb bookkeeping. The loss of some of the direct UK Ganga effort and its dependencies*, as a result of the recent decisions of the Particle Physics Grants Panel (PPGP), might bring the utilisation of Ganga into danger as updates to changed circumstances such as those mentioned above will be too slow. The ARDA group at CERN has always provided support on a matching basis, so with UK support going dramatically down they will not be able to provide as much support either.

*Lost effort from Sept. 2007:
Karl Harrison - Ganga core and LHCb/ATLAS support

Carmine Cioffi - LHCb bookkeeping

Chun Lik Tan - GUI aspects of Ganga

Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release (4.0.0-beta1 and 4.0.1) with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: COMPLETE.  Release (4.1.0) with full job-building capabilities.


3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Completed/Deprecated. See 06/Q1 discussion.

3.2.3.4 Completed 06Q3.
3.2.3.5 Completed 05Q4.
3.2.3.6 Completed 05Q4.

3.2.4 Level 1 Deliverable COMPLETE.  Release (4.2.0) with support for full range of ATLAS and LHCb applications.
3.2.4.1 Completed 05Q4.

3.2.4.2 Completed 06Q1. 

3.2.4.3 Completed 06Q3.  
3.2.5 Level 1 Deliverable: ONGOING (foreseen 1 December 2006, Delayed 1 March 2007). Release that supports all available functionality on the full range of Grid/batch back-ends. 

3.2.5.1 Ongoing. Provide plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends (foreseen end July 2006). The plug-in for PANDA submission has been written and is now in the testing phase. The ATLAS NorduGrid team has gained additional manpower, and has expressed an intention to develop a NorduGrid plug-in for Ganga, in consultation with the Ganga developers. 

3.2.5.2 Completed 06Q2. 
3.2.5.3 Completed 06Q2. 
3.2.5.4 Completed 06Q3. 
This deliverable is delayed until 1 March 2007 pending developments on the NorduGrid plug-in. A change control is submitted.
3.2.6 Level 1 Deliverable: ONGOING  (foreseen 1 May 2007). Release that maximises Ganga portability, and allows for user mobility.

3.2.6.1 Ongoing.  Maximise portability of Ganga code  (foreseen end January 2007). The Ganga core functionality doesn’t depend on any external libraries; the GUI relies on toolkits that are available for a variety of platforms; the application and backend plug-ins rely on external software that is often available only for a restricted set of platforms. It is noted that the LCG software and ATLAS software is built only for Linux, and the LHCb software is built for Linux and Windows. The scope of this deliverable is taken to be to ensure that at least the Ganga core functionality is available under Linux, Mac OS X and Windows. The current Ganga core works under Linux (development platform) and Mac OS X (similar to Linux). Ganga doesn’t currently run under Windows, because the Ganga code relies on some Linux-specific Python features. Work is in progress on improving the code portability. 

3.2.6.2 Ongoing. Provide for easy installation of all software required to run Ganga, possibly removing the need to install some parts by making the relevant functionality available through web-service interfaces (foreseen end February 2007). An easy-to-us installation procedure, which includes optional installation of relevant external packages (e.g. GUI libraries), has been available for some time under Linux. Work is needed to provide the same functionality under Mac O  X and Windows.

3.2.6.3 Ongoing. Provide web-browser access to at least a part of the Ganga functionality (foreseen end April 2007). Work is in progress to make Ganga monitoring information available on the Web via the ARDA Dashboard. Given Ganga’s ease of installation, there are no plans for providing web browser access to any other functionality.

3.2.6.4 Ongoing.  Provide mechanism for dealing with roaming profiles (foreseen end April 2007). The functionality envisaged here is being  provided by implementing a remote job repository and a remote workspace. The remote job repository is at the testing stage, while work on the remote workspace is just starting.
3.2.7 Level 1 Deliverable: ONGOING (foreseen 31 August 2007).  Optimised release of Ganga. 

3.2.7.1 Ongoing.  Collect user feedback on previous releases, bottlenecks in the system that prevents efficient use of Ganga and implement any additional functionality requested (foreseen end June 2007). A user survey was carried out for the Ganga Developer Days (IC, 4-5 December 2007). Additional functionality requested by users, including more possibilities for output merging and easier dataset handling, are high on the list of priorities for the Ganga developers.

3.2.7.2 Ongoing. Ensure that Ganga documentation is complete, including tutorial material (foreseen end July 2007). The Ganga documentation has been updated for release 4.2 (see http://ganga.web.cern.ch/ganga/user/). A wealth of tutorial material has been collected in preparing tutorials for both ATLAS and LHCb. This is available on the Ganga web site and has been much appreciated by users. Ideas for further improvements were discussed in one of the sessions of the Ganga Developer Days.

3.2.7.3 Ongoing – but unattainable in GridPP2.  Use Ganga to analyse first data from ATLAS and LHCb (foreseen September 2007). Ganga will be physics ready for September 2007. However, given the slip in the LHC schedule, first data from ATLAS and LHCb won’t be available until late in 2007.
07Q1 Comments

The ATLAS and LHCb experiments are both entering a critical period of commissioning and testing their computing systems and infrastructure. Ganga is now established as the front-end for analysis in both experiments.

ATLAS is currently testing its Tier 0/Tier 1 system with calibration challenges and streaming tests also now on the horizon. A series of full dress rehearsals are scheduled from June to November in readiness for real data. LHCb is still progressing though the DC06 Data Challenge with data stripping now scheduled for June. Two alignment challenges are planned between end of April (tracking detectors) and September (all sub-detectors). Full chain DAQ-Tier 0-Tier 1 tests are planned in the summer to prepare for real data.
Ganga reached public release 4.2.12 on 15 March and the current development release is 4.3.0-beta7 (dated 27 March). The public release of 4.3.0 is scheduled for early April and this will include the latest developments on the job repository as well as the NorduGrid and PANDA backend for ATLAS.

The main efforts of Alexander Soroko this quarter were dedicated to the remote job repository and the remote workspace. This work is essential to meet milestone 3.2.6 and in particular the milestones 3.2.6.3 and 3.2.6.4. Further details are given below:   

a) The JobRepository package has been finally updated and tested to allow usage of the new AMGA server having an Oracle database (centrally supported by CERN) as the repository backend. A new job handling mechanism which benefits from the bulk operations supported by the AMGA server has been implemented. The performance tests showed that the time required to manipulate jobs stored in the remote repository is considerably reduced. As a result, the remote repository now works only 1.5 – 2 times more slowly than a local repository. The updated package is available in the 4.3.0-beta Ganga release. This effort took 40% of all time.

b) In order to gain the full advantage of using the remote job repository, an interface for the remote workspace has been developed. In cooperation with Birger Koblitz,  a prototype of the interface has been implemented using AMGA and WebDav protocols. This prototype allows the transparent manipulation of the input and output workspaces of Ganga jobs regardless of the Ganga client location. It also allows the checking of job input and output workspaces using a Web browser. This effort took 40% of all time.

Other activities in this quarter were related to the deployment of Ganga at the Tier 2 site at Oxford, support for the local Ganga users, and general code maintenance. This effort took 20% of the time. 
Karl Harrison has focussed mainly on the extension of Ganga to applications outside of particle physics and an unprecedented programme of user tutorials and workshops. In addition, he has worked on improving the Credentials package and porting of the DIRAC software to MS Windows. Further details are given below:
a) Distributed computing under Windows (10%)  => Deliverable 3.2.6.1.  Karl has continued to provide technical supervision for the Microsoft-sponsored PhD student who is working to enable use under Windows of the LHCb workload-management system (DIRAC). The system has now been deployed on 1-4 machines in three different sites, which download jobs from the central DIRAC server.  This is now a nice small-scale demonstration of a distributed computing system under Windows.
b) Improvements to Credentials package (10%) => Deliverable 3.2.7.1. Karl has continued to make small improvements to the Credentials package, allowing the user to extract identity information from the Grid proxy, and implementing a more robust procedure for detecting when an AFS token should be renewed. 
c) Extension of Ganga to non-HEP applications (40%) => Deliverable 3.2.7.1. Karl has developed specialised components that allow use of Ganga by Cambridge Ontology.  This is a small company that is developing software to extract information on image content through an automated image analysis.  The aim is to be able to select web-based images by entering keywords in a search engine,      without having to rely on the images being annotated by hand. This requires the images to be processed and classified before the selection is performed, and this initial image processing is      being performed on the Grid, in the context of a mini-PIPPS project. Karl has implemented a Ganga application that takes a list of images to be processed, performs the processing at a Grid site, and uploads results to a storage element.  The Ganga monitoring loop detects when a job completes, and downloads results to the submission machine, so that they are easily available to the Cambridge Ontology developers.  In addition to its use to Cambridge Ontology, Karl's work is valuable in providing a relatively simple example of how Ganga's functionality can be extended to meet the requirements of  a specific user group.
d) Tutorials and user feedback (40%) => Deliverables 3.2.7.1 and 3.2.7.2. Karl was co-organiser and tutor of the 3rd LHCb-UK Software Course (Edinburgh, 8th-10th January 2007), and two ATLAS  Distributed Analysis Tutorials (Milan, 5th-6th February 2007 and Munich, 29th-30th March 2007).  The LHCb-UK Software Course is an annual event, and has been supported by GridPP since its first      edition in December 2004.  The course introduces UK participants to all aspects of LHCb software and computing, with the emphasis on physics analysis.  The importance given to Ganga as the     LHCb tool for managing analysis jobs, both locally and on the Grid, has increased each year, becoming one of the key topics this year. Participants learnt about Ganga on the first day, and used it for the rest of the course for job submissions.  The ATLAS tutorials introduce all of the tools relevant to distributed analysis, including the tools for distributed data management, but with a strong focus on     Ganga. Tutorial material has been updated and added to for each course, and interaction with participants has been a rich source of feedback.
Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release (4.0.0-beta1 and 4.0.1) with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: COMPLETE.  Release (4.1.0) with full job-building capabilities.


3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Completed/Deprecated. See 06/Q1 discussion.

3.2.3.4 Completed 06Q3.
3.2.3.5 Completed 05Q4.
3.2.3.6 Completed 05Q4.

3.2.4 Level 1 Deliverable COMPLETE.  Release (4.2.0) with support for full range of ATLAS and LHCb applications.
3.2.4.1 Completed 05Q4.

3.2.4.2 Completed 06Q1. 

3.2.4.3 Completed 06Q3.  
3.2.5 Level 1 Deliverable: COMPLETE (foreseen 1 December 2006, delayed 1 March 2007). Release that supports all available functionality on the full range of Grid/batch back-ends. This deliverable has now been completed after the change request that was submitted on 16 January 2007.
3.2.5.1 Completed. Provide plug-in modules that allow job submission and monitoring on the full range of Grid/batch back-ends (foreseen end July 2006). The NorduGrid plug-in has been implemented by members of the ATLAS NorduGrid team. This, and the previously written PANDA plug-in, will be included in Ganga release 4.3, scheduled for early April 2007. As for other plug-ins, future updates and improvements can be expected in response to user feedback. 

3.2.5.2 Completed 06Q2. 
3.2.5.3 Completed 06Q2. 
3.2.5.4 Completed 06Q3. 
3.2.6 Level 1 Deliverable: ONGOING  (foreseen 1 May 2007). Release that maximises Ganga portability, and allows for user mobility.

3.2.6.1 Complete.  Maximise portability of Ganga code  (foreseen end January 2007). No work is needed for parts written purely in Python. There are no longer thought to be any dependencies on bindings to C++ libraries (apart from the PyQt/Qt C++ libraries required by SLC3) so this Level 2 deliverable is now considered complete. 

3.2.6.2 Complete. Provide for easy installation of all software required to run Ganga, possibly removing the need to install some parts by making the relevant functionality available through web-service interfaces (foreseen end February 2007). Further tests have shown that the existing procedure already allows easy installation under Mac OS X, as well as under Linux. Given that effort is currently not available to port Ganga to Windows, this secondary deliverable is considered complete. 

3.2.6.3 Complete. Provide web-browser access to at least a part of the Ganga functionality (foreseen end April 2007). Ganga monitoring information based on MonALISA and (for ATLAS) on the ARDA Dashboard is now available on the Web via links from the Ganga Web page http://cern.ch/ganga/

3.2.6.4 Ongoing.  Provide mechanism for dealing with roaming profiles (foreseen end April 2007). The functionality envisaged here is being  provided by implementing a remote job repository and a remote workspace. Work on the remote job repository is completed with relevant code to be included in Ganga release 4.3. The remote workspace is at the prototyping stage.
3.2.7 Level 1 Deliverable: ONGOING (foreseen 31 August 2007).  Optimised release of Ganga. 

3.2.7.1 Ongoing.  Collect user feedback on previous releases, bottlenecks in the system that prevents efficient use of Ganga and implement any additional functionality requested (foreseen end June 2007). Tutorials held this quarter have led to a large increase in Ganga users, with a total of more than 300 distinct users recorded by the Ganga monitoring system. Many of these contribute to the Ganga mailing lists, indicating problems encountered and making suggestions for improvements. All feedback is being taken into account in the Ganga development.

3.2.7.2 Ongoing. Ensure that Ganga documentation is complete, including tutorial material (foreseen end July 2007). Six Ganga tutorials have been organised this quarter: four for ATLAS (Edinburgh, Lyon, Milan, Munich), one for LHCb (Edinburgh) and one for EGEE (Taipei). These have resulted in a number of updates and additions to the tutorial material available on the Ganga website.


3.2.7.3 Ongoing – but unattainable in GridPP2.  Use Ganga to analyse first data from ATLAS and LHCb (foreseen September 2007). Ganga will be physics ready for September 2007. However, given the current LHC schedule, first data from ATLAS and LHCb won’t be available until later in 2007.
07Q2 Comments

In LHCb, the DC06 data challenge is still progressing towards the production of final stripped event samples and Tier 0 – Tier 1 data transfer tests are foreseen for July and September.  Ganga has now established itself as the Grid front-end for analysis in LHCb with more than 160 unique users since the beginning of the year and an average of ~35 users each week. 
In ATLAS, the programme of dress rehearsal tests is continuing with increasing complexity, using both cosmic ray and simulated data, with the final round planned for February 2008. ATLAS has had a total of about 450 unique Ganga users since the beginning of the year and about 80 active users each week.
The 4.3.0 public release of Ganga was made available on 26 April. The latest public version, 4.3.6, was released on 4 July. A series of Ganga Developer Days was held at CERN during 9-13 July to prepare for release 4.4.0 and beyond.
This quarter the main efforts of Alexander Soroko were dedicated to migrating job repositories as required by the 4.3 Ganga releases (essential to meet milestone 3.2.6), to development of the remote workspace (milestone 3.2.6.4), and to designing the general migration framework supporting evolution of Ganga plug-ins (relevant to milestone 3.2.7.1). Further details are given below:

a) Starting with the 4.3 release, Ganga has had a different internal job representation in the repository (in which sub-jobs are stored separately from the master job). A set of scripts has therefore been developed and integrated into the Ganga framework in order to provide users with the possibility of accessing jobs created within older Ganga versions. The scripts perform automatic transformation of the repository which can be manually reverted if required. This effort took 20% of time.

b) A prototype of the remote workspace based on WebDav and AMGA protocols with an improved caching mechanism and Web access has been developed. The example of using it with the local job submission backend has also been provided. Unfortunately, this code has not been integrated into the Ganga framework yet because of some outstanding issues like missing timestamps of Ganga jobs, non-uniform access to the file workspace from different Ganga plug-ins (which are under revision now), and also because of plans to use the Grid SE as an alternative to the WebDav storage system. This effort took 20% of time.

c) In order to provide Ganga plug-in developers with a transparent mechanism for bringing up older versions of objects stored in the repository to the updated versions, a general migration framework has been implemented. It does not require any knowledge of the repository internals from the developers and at the same time allows fine grained control over the migration process by Ganga users. In cooperation with the plug-in developers, migration of the Athena Application and the LHCbDataSet (list of LFNs) has been performed. Tests demonstrating the framework’s ability to handle more sophisticated cases involving migration of enclosed plug-ins have also been implemented. This effort took 40% of time.

Other activities in this quarter were related to providing support for Ganga users, and to general code maintenance. This effort took 20% of the time. 
Karl has devoted most of his time this quarter to ensuring that Ganga will be fully documented at the end of GridPP2, but has also contributed to the maintenance and support effort. 

a) Maintenance and user support (25%)   => Deliverables 3.2.7.1 and 3.2.7.3.  Karl has provided help to a number of ATLAS and LHCb users, both locally and via e-mail, and has continued to provide support for the image-processing work being carried out by the Cambridge Ontology group.  He has made updates to the package used for credential handling, and has contributed significantly to the Ganga maintenance, tracking down and fixing a variety of problems.
b) Ganga journal paper (10%) => Deliverable 3.2.7.2. Work has started on a paper that describes the architecture and functionality of Ganga, and outlines its use in both HEP and non-HEP applications.  Karl has written the draft section on Ganga's component model, and has also contributed an account         of one of the uses of Ganga outside of HEP, based on his collaboration with Cambridge Ontology.
c) GPI reference manual (40%) => Deliverable 3.2.7.2. Karl has implemented a system for generating documentation on the Ganga Public Interface (GPI) - the set of classes, objects and functions visible to the user from the Ganga prompt.  This has involved writing a GPI script that uses Ganga's own help system to determine which components have been loaded, and to extract information on each from the code documentation.  The information obtained in this way is written out as a reference manual, either in text format or as html files.  Since the set of items included in the manual depends on the components loaded, it is possible to create project-specific manuals.  GPI reference manuals for ATLAS and LHCb are now produced automatically as part of the Ganga release procedure, and the latest version is always linked from the user section of the Ganga website.
d) Ganga Workbook (25%) => Deliverables 3.2.7.2. Karl has started work on the creation of a Ganga Workbook.  A large amount of material providing information about Ganga is available, but this material lacks coherency, isn't always easy to find, and is patchy in some areas.  The aim of the Workbook is to provide users and developers alike with a single point of entry for information on all aspects of Ganga.  This includes an outline of basic functionality, installing Ganga, using Ganga to run jobs, extending functionality through the addition of new components, and contributing to the Ganga development effort.  Karl has completed the technical work for producing the Workbook, has         defined its structure, and has collected together all relevant existing material.  The next step is to add content to the Workbook, using the existing material where possible, and adding information that's missing.
Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release (4.0.0-beta1 and 4.0.1) with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: COMPLETE.  Release (4.1.0) with full job-building capabilities.


3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Completed/Deprecated. See 06/Q1 discussion.

3.2.3.4 Completed 06Q3.
3.2.3.5 Completed 05Q4.
3.2.3.6 Completed 05Q4.

3.2.4 Level 1 Deliverable COMPLETE.  Release (4.2.0) with support for full range of ATLAS and LHCb applications.
3.2.4.1 Completed 05Q4.

3.2.4.2 Completed 06Q1. 

3.2.4.3 Completed 06Q3.  
3.2.5 Level 1 Deliverable: COMPLETE. Release that supports all available functionality on the full range of Grid/batch back-ends. 
3.2.5.1 Completed 07Q1. 

3.2.5.2 Completed 06Q2. 
3.2.5.3 Completed 06Q2. 
3.2.5.4 Completed 06Q3. 
3.2.6 Level 1 Deliverable: ONGOING (foreseen 1 May 2007). Release that maximises Ganga portability, and allows for user mobility.

3.2.6.1 Completed 07Q1. 

3.2.6.2 Completed 07Q1.

3.2.6.3 Completed 07Q1

3.2.6.4 Ongoing.  Provide mechanism for dealing with roaming profiles (foreseen end April 2007). The remote job repository is now available, hosted by a server at CERN, and client code is included in the Ganga release. The remote workspace is at the final testing stage, and is scheduled for inclusion in Ganga 4.4. 

3.2.7 Level 1 Deliverable: ONGOING (foreseen 31 August 2007).  Optimised release of Ganga. 

3.2.7.1 Ongoing.  Collect user feedback on previous releases, bottlenecks in the system that prevents efficient use of Ganga and implement any additional functionality requested (foreseen end June 2007). See progress last quarter. In addition, improvements in a number of areas have been made and are under test – these include configurability, access to job information and the merging framework. Modifications and additions in response to user suggestions, and in response to changes in experiment software, continue to be made. Most notably, updates have been made to take into account the evolution of the data management systems of both ATLAS and LHCb.


3.2.7.2 Ongoing. Ensure that Ganga documentation is complete, including tutorial material (foreseen end July 2007). See progress last quarter. In addition, significant effort is being put into ensuring that the Ganga documentation is complete. The tutorial material was already of a high standard, and the guides for new users have recently been updated on the Ganga website This quarter has seen the implementation of a procedure for automatically generating experiment-specific Ganga reference manuals each time a new release is made. Work has also started on putting together a Ganga Workbook, which will provide a single point of entry for information on all aspects of Ganga, from running first jobs to joining the development effort.


3.2.7.3 Ongoing – but unattainable in GridPP2.  Use Ganga to analyse first data from ATLAS and LHCb (foreseen September 2007). The number of Ganga users each month has grown steadily in 2007, the current peak being the 348 unique users recorded in May. Beam commissioning for the LHC now starts in May 2008, with first collisions at (s = 14 TeV anticipated for July 2008. 
07Q3 Comments

In LHCb, the simulation of all ~360M events requested by the physics working groups as part of the DC06 data challenge has been completed.  The reconstruction of the bb-inclusive and bb biased events has also continued. The release of DIRAC3 is expected in time for the final reconstruction and stripping passes for DC06 towards the end of 2007 and the Common Computing Readiness Challenges (CCRC) alongside the other LHC experiments in 2008.
ATLAS has been running a series of commissioning tests using cosmic ray data starting with the M3 test in July and M4 in August/September. The M5 test is planned in the autumn with M6 running from December to eventual real data. Full dress rehearsals in 2007 and 2008 are also planned.

The 4.4.0 public release of Ganga was made available on 29 August with major new framework features including merger support, monitoring on demand, a GangaRobot for task automation, and support for the latest release of EGEE/gLite. The latest public version 4.4.2 was released on 16 October. After the summer holiday period, Ganga usage has picked up again and at the time of writing has reached 1,000 unique users during 2007.  
This quarter the main efforts of Alexander Soroko were dedicated to improving the scalability and performance of the local Job Repository. This addresses problems discovered as a result of an analysis of user feedback, and therefore is relevant to milestone 3.2.7.1. A memory consumption problem with the repository was revealed when the number of jobs approached 10000, with each job having a long list of datasets (~ 100K) as a persistent parameter. This also resulted in the Ganga start up time becoming considerably longer. In order to be consistent with the persistency mechanism of the remote repository, the preferred solution was to rely on the AMGA metadata interface with the following improvements:

a) The implementation of the local AMGA client (which initially relied on a considerable contribution from the Ganga team) has been revised. A mechanism of loading large tables into memory by blocks has been designed. In this approach, unused blocks are automatically released thus much reducing the memory consumption. In the typical use case of 1000 jobs in the repository, there is almost no performance penalty introduced by this mechanism. This effort took 60% of time.

b) The implementation of the Ganga repository module has been amended to be consistent with the new memory management mechanism. Caching of some important values has allowed the repository performance to be improved in some cases. This effort took 30% of time.

Other activities in this quarter were related to providing support for Ganga users, and to general code maintenance. This effort took 10% of time.  
The final integration of the remote workspace into the Ganga framework is anticipated to take place as part of the next public release. 
Karl Harrison has continued to work on various aspects of documenting Ganga, dedicating time to the on-line help, the Ganga journal paper, the Ganga workbook, and dissemination activities.  He has also continued his strong involvement in the support effort.
a) User support => Deliverables 3.2.7.1 and 3.2.7.3. Karl has had a key role in the effort to provide high-quality support by e-mail to ATLAS and LHCb physicists seeking help with using Ganga, or with distributed analysis in general.  In particular, Karl's experience of maintaining a multi-user         Ganga installation at Cambridge, independent of the AFS installation at CERN, has meant that he's been the main contact for resolving deployment and configuration issues for users keen to have their own local Ganga installation.
b) Ganga journal paper => Deliverable 3.2.7.2. A first draft of a Ganga paper to be submitted to         Computer Physics Communications has been assembled. Having written two sections of the paper during 07Q2, Karl has undertaken a critical reading of the completed draft, and has passed on a number of suggestions and comments to Ulrik Egede, the paper's overall editor. 
c) Code documentation, on-line help and GPI reference manual => Deliverable 3.2.7.2.        Documentation strings included in the Ganga code are used both to provide help information at the Ganga prompt, and to produce the reference manual for the Ganga Public Interface (GPI).  Karl undertook a review of the code documentation early in July, to identify areas of weakness, and coordinated efforts to improve and update the documentation during the Ganga Developer Days later in the month.
d) Ganga Workbook => Deliverable 3.2.7.2. Karl has ordered the large amount of Ganga-related material that he collected during 07Q2 to create a Ganga "scrapbook". He has started revising and reformatting this material, so that it can be included in the Ganga Workbook, which will be the definitive reference for all aspects of Ganga.  Work in this area will be continuing beyond GridPP2.
e) Ganga Web Site => Deliverable 3.2.7.2. Karl has taken responsibility for the Ganga Web site since it was set up in 2002, and has recently completed a major redesign. The new design significantly simplifies site navigation, ensuring that users can quickly find all information they need, and page layout is now defined using PHP and include files - making future maintenance easier. The new home page provides a short introduction to Ganga, outlining its use both inside and outside of ATLAS and LHCb.
f) Dissemination activities => No associated deliverable. Karl provided technical input to a press release about the use of Ganga and the Grid for image classification by Imense Ltd (formerly Cambridge Ontology) and a related GridPP news item.  He also collaborated with David Sinclair, one of the co-founders of Imense Ltd, on a poster describing the work that had been done.  This poster was displayed at the stand of the Cambridge eScience Centre at the UK e-Science All-Hands meeting, Nottingham, 13th September 2007. 
Finally, it should be noted that continued UK support for Ganga is vital to the exploitation of LHC data for both LHCb and ATLAS. As noted by the GridPP Oversight Committee on 11 October 2007, over the last year there have been real concerns that key resources have been trimmed from the experiments with the consequent risks of lower user uptake of the Grid and science not being efficiently delivered. The effort offered through GridPP3 (at some risk to that project) to mitigate this problem is seen as essential to the future of what has become a flagship project.
Status of Deliverables
The snapshot below shows the current status of the Ganga deliverables.

3.2.1 Level 1 Deliverable: COMPLETE. Optimise Ganga design for compatibility with other relevant systems. 


3.2.1.1 Completed 05Q1.
3.2.1.2 Completed 05Q2.
3.2.1.3 Completed 05Q2.
3.2.2 Level 1 Deliverable: COMPLETE.  Release (4.0.0-beta1 and 4.0.1) with full support for plug-in modules.
3.2.2.1 Completed 05Q1.

3.2.2.2 Completed 05Q2.
3.2.2.3 Completed 05Q2. 

3.2.3 Level 1 Deliverable: COMPLETE.  Release (4.1.0) with full job-building capabilities.


3.2.3.1 Completed 05Q1.
3.2.3.2 Completed 05Q3. 

3.2.3.3 Not Completed/Deprecated. See 06/Q1 discussion.

3.2.3.4 Completed 06Q3.
3.2.3.5 Completed 05Q4.
3.2.3.6 Completed 05Q4.

3.2.4 Level 1 Deliverable COMPLETE.  Release (4.2.0) with support for full range of ATLAS and LHCb applications.
3.2.4.1 Completed 05Q4.

3.2.4.2 Completed 06Q1. 

3.2.4.3 Completed 06Q3.  
3.2.5 Level 1 Deliverable: COMPLETE. Release that supports all available functionality on the full range of Grid/batch back-ends. 
3.2.5.1 Completed 07Q1. 

3.2.5.2 Completed 06Q2. 
3.2.5.3 Completed 06Q2. 
3.2.5.4 Completed 06Q3. 
3.2.6 Level 1 Deliverable: COMPLETE (originally foreseen 1 May 2007, rescheduled to 31 August 2007). Release that maximises Ganga portability, and allows for user mobility.

3.2.6.1 Completed 07Q1. 

3.2.6.2 Completed 07Q1.
3.2.6.3 Completed 07Q1


3.2.6.4 Completed 07Q3. Provide mechanism for dealing with roaming profiles (originally foreseen 1 May 2007, rescheduled to 31 August 2007). The remote job repository and remote workspace, which together provide for roaming profiles, have both been implemented and were presented during the Ganga Developer Days in July. As the code has been written and the functionality has been tested, this deliverable is considered complete. Further testing is planned before this functionality is made available in a public release, and will be carried out as part of the work beyond GridPP2. 

3.2.7 Level 1 Deliverable: COMPLETE (foreseen 31 August 2007).  Optimised release of Ganga. 

3.2.7.1 Completed 07Q3.  Collect user feedback on previous releases, bottlenecks in the system that prevents efficient use of Ganga and implement any additional functionality requested (foreseen end June 2007). More user feedback, generally positive, was collected during the Ganga Developer days in July. Ganga 4.4, including numerous improvements in response to the feedback received, was released on 29 August 2007. Some of the main changes included a streamlined merging framework, monitoring on demand, automatic shutdown of services where required credential (AFS or Grid proxy) is unavailable, update to new gLite commands and the introduction of GangaRobot for automated system testing. In addition, Ganga 4.4 provides core functionality under Windows (work by CERN summer student). On the experiment-specific side, there have been extensive revisions to the data management for ATLAS, and updates to the DIRAC submission for LHCb.

3.2.7.2 Completed 07Q3. Ensure that Ganga documentation is complete, including tutorial material (foreseen end July 2007). Essential Ganga documentation and tutorial material is available in the user section of the Ganga website at http://cern.ch/ganga/user. Help on available classes and commands can also be obtained from the Ganga command prompt. In addition, an extensive archive of Ganga documentation has been collected in a “scrapbook” at http://cern.ch/ganga/scrapbook/. This material is undergoing revisions and reformatting for transfer into a “workbook” that will provide complete information on all aspects of Ganga at http://cern.ch/ganga/workbook. Work in this area will continue past GridPP2.


3.2.7.3 Ongoing – but unattainable in GridPP2.  Use Ganga to analyse first data from ATLAS and LHCb (originally foreseen September 2007). Due to the holiday period, Ganga usage was lower over the summer, but still reached 250 unique users even in the month of August.  Usage has again picked up in September and October and there have now been 1,000 unique users since the start of 2007.
In summary, Ganga has been used successfully in both ATLAS and LHCb for a variety of studies using simulated data. The continued evolution of Ganga to meet the challenges of analyzing the experimental data expected in 2008 will now be undertaken outside of GridPP2.

Conclusion

All deliverables have now been completed and all of the functionality foreseen in the GridPP2 project plan has been essentially delivered along with additional features not foreseen at the outset. The current release of Ganga (4.4.2) contains more than 80,000 lines of Python and the increasing user base demonstrates the importance such a Grid interface as we approach the start of the LHC. In addition, it is worth noting that Ganga has also been adopted for activities outside of the original target projects of LHCb and ATLAS. These include regression testing of the GEANT4 simulation toolkit and the development of a commercial image classification system.
The Ganga team should like to take this opportunity to thank GridPP for supporting Ganga since 2002. We look forward to continuing this collaboration in GridPP3. 

5. Meetings & Papers
5.1 List of Conference Papers

K. Harrison & A. Soroko in A. Soroko et al: The Ganga User Interface for Physics Analysis on Distributed Resources, Proceedings of Computing in High Energy and Nuclear Physics Conference, CHEP04, Interlaken, 27 September – 1 October 2004.

A. Soroko in R. Bernet et al: DIRAC – The Distributed MC Production and Analysis for LHCb,  Proceedings of Computing in High Energy and Nuclear Physics Conference, CHEP04, Interlaken, 27 September – 1 October 2004.

A. Soroko in R. Bernet et al: DIRAC – Results of the LHCb experiment Data Challenge 2004, Proceedings of Computing in High Energy and Nuclear Physics Conference, CHEP04, Interlaken, 27 September – 1 October 2004.
K. Harrison & A. Soroko in D.L. Adams et al: ATLAS Distributed Analysis, Proceedings of Computing in High Energy and Nuclear Physics Conference, CHEP04, Interlaken, 27 September – 1 October 2004.

D.L. Adams, K. Harrison, R.W.L. Jones, A. Soroko, C.L. Tan: ATLAS Distributed Analysis (ADA), Proceedings of the UK eScience All Hands Meeting, Nottingham, 31 August – 3 September 2004, editor – S. Cox, http://www.allhands.org.uk/proceedings/papers/300/pdf
D.L. Adams et al: “Distributed Analysis in the ATLAS Experiment”, Proceedings of the Fourth UK e-Science All Hands Meeting, Nottingham, 19-22 Sept. 2005, editors – S.J. Cox and D.W. Walker, http://www.allhands.org.uk/2005/proceedings/papers/524.pdf
U. Egede et al: “Ganga User Interface for Job Definition and Management”, Proceedings of the Fourth UK e-Science All Hands Meeting, Nottingham, 19-22 Sept. 2005, editors – S.J. Cox and D.W. Walker, http://www.allhands.org.uk/2005/proceedings/papers/490.pdf
K. Harrison et al: Ganga user interface for job definition and management, Proceedings of the Fourth International Worksop on Frontier Science: New Frontiers in Subnuclear Physics, Milano, 12-15 Sept 2005, Eds. A.Pullia and M.Paganoni (INFN, Frascati, 2006), 367-374  (pdf).

K. Harrison et al: Ganga: A Grid User Interface, Proc. XV International Conference on Computing in High Energy and Nuclear Physics (CHEP06), Mumbai, 13-17 February 2006, Ed. Sunanda Banerjee (Macmillan India, 2006), 982-985.

K. Harrison in D.L. Adams et al: DIAL: Distributed Interactive Analysis of Large Datasets, Proc. XV International Conference on Computing in High Energy and Nuclear Physics (CHEP06), Mumbai, 13-17 February 2006, Ed. Sunanda Banerjee (Macmillan India, 2006), 982-985. 

K. Harrison et al: Distributed Analysis in the ATLAS Experiment, Proceedings of the Fifth UK e-Science All-Hands Meeting, Nottingham, 18-21 September 2006, editor – S.J. Cox.

http://www.allhands.org.uk/2006/proceedings/papers/720.pdf
K. Harrison et al: Ganga: A Grid User Interface for Distributed Analysis, Proceedings of the Fifth UK e-Science All-Hands Meeting, Nottingham, 18-21 September 2006, editor – S.J. Cox.

http://www.allhands.org.uk/2006/proceedings/papers/719.pdf
K. Harrison & A. Soroko in A. Maier et al: Ganga – a job management and optimizing tool, to be included in Proceedings of International Conference on Computing in High Energy and Nuclear Physics (CHEP07), Victoria, 2-7 September 2007. 
K. Harrison & A. Soroko in D. Liko et al: Distributed analysis using Ganga on the EGEE/LCG infrastructure, to be included in Proceedings of International Conference on Computing in High Energy and Nuclear Physics (CHEP07), Victoria, 2-7 September 2007. 

K. Harrison in Y.Y. Li et al: Extension of the DIRAC workload management system to allow use of distributed Windows resources, to be included in Proceedings of International Conference on Computing in High Energy and Nuclear Physics (CHEP07), Victoria, 2-7 September 2007. 

5.2 List of Conference Talks

A. Soroko:
The Ganga User Interface for Physics Analysis on Distributed Resources, talk at Computing in High Energy and Nuclear Physics Conference, CHEP04, Interlaken, 27 September – 1 October 2004.
K. Harrison: Ganga User Interface for Job Definition and Management, poster presented at Fourth UK e-Science All-Hands Meeting, Nottingham, 19-22 September 2005.

U. Egede: Experience with distributed analysis in LHCb, talk at 2006 Conference for Computing in High Energy and Nuclear Physics, CHEP06, Mumbai, 13-17 February 2006.
K. Harrison: Ganga: A Grid User Interface, talk at 2006 Conference for Computing in High Energy and Nuclear Physics, CHEP06, Mumbai, 13-17 February 2006. 

A. Soroko:  Using Python in the Development of a Grid User Interface for Distributed Data Analysis, EuroPython 2006, CERN, 3-5 July 2006.

C. L. Tan: Distributed Analysis in the ATLAS Experiment, Fifth UK e-Science All-Hands Meeting, Nottingham, 18-21 September 2006.

A. Soroko: Ganga: A Grid User Interface for Distributed Analysis, Fifth UK e-Science All-Hands Meeting, Nottingham, 18-21 September 2006.

U. Egede: Ganga and Distributed Analysis, International ICFA Workshop on Grid activities within              Large Scale International Collaborations, Sinaia, Romania, 13th-18th October 2006

5.3 List of Publications
P.J.W. Faulkner et al. GridPP: development of the UK computing Grid for particle physics, J. Phys. G, 32(2006) N1-N20
F. Brochu et al: Ganga – computational task management tool for easy access to Grid resources, in preparation for publication in Computer Physics Communications. 
5.4 Dissemination Activities

K. Harrison: Ganga Demonstration, LHCb Software Week, CERN, 9-12 November 2004

K. Harrison et al: LHCb(UK) Software Training Course, Cambridge, 8-10 December 2004, http://www.hep.phy.cam.ac.uk/lhcb/LHCbSoftTraining/ , organisation and presentations.

A. Soroko: “Job Configuration and Distributed Analysis”, Cambridge, 8-10 December 2004
K. Harrison: “Ganga: ADA User Interface”, ATLAS Software and Computing Workshop, CERN, 21-25 Feb 2005.
A. Soroko: “The Ganga user interface for physics analysis on distributed resources”, LHCb Software Week: Tutorials, CERN, 12-14 April 2005
K. Harrison: "Ganga Developments", Atlas Software and Computing Workshop, 23-27 May 2005.
K. Harrison: Convener of joint Atlas-LHCb Ganga meeting, CERN, LHCb Software Week, 24-27 May and   Atlas Software and Computing Workshop, 23rd-27th May.
A. Soroko: “Ganga 4 job repository”, Joint Ganga-Dirac meeting, CERN, 8 June 2005.
A. Soroko: “Remote and local job repository”, Ganga Workshop, Imperial College, 13-15 June 2005.
A. Soroko: “LSE implementation proposal”, Ganga Workshop, Imperial College, 13-15 June 2005

A. Soroko: “Implementation of sub jobs in repository”. Ganga Workshop, Imperial College, 13-15 June 2005

A. Soroko: “Time stamp based locking scheme”, Ganga Workshop, Imperial College, 13-15 June 2005

A. Soroko: “GUI Selection: wxPython - Experiences and Suitability”. Ganga Workshop, Imperial College, 13-15 June 2005

K. Harrison: Convener of Experiment Integration session at Ganga Workshop, Imperial College, 13-15 June 2005

K. Harrison and C.L. Tan: Ganga Demo at GridPP stand during Fourth UK e-Science All-Hands Meeting, Nottingham, 19-22 September 2005 (GridPP news item: http://www.gridpp.ac.uk/news/-1128072443.467220.wlg)
K. Harrison: Ganga Status and Plans, ATLAS Software and Computing Workshop, CERN, 26-30 September 2005

A. Soroko: Ganga4: Future Development, LHCb Software Week, CERN, 26-30 September 2005
K. Harrison: Tutor at Ganga Tutorial, LHCb Software Week, CERN, 14-18 November 2005

K. Harrison et al: LHCb Software Course, Cambridge, 10-12 January 2006.

K. Harrison: Ganga: Simplifying Use of the Grid, Poster for GridPP stand at Particle Physics 2006, Institute of Physics conference, Warwick, 10-12 April 2006.
C.L. Tan: The New Ganga GUI, 26th LHCb Software Week, CERN, 25-28 April 2006.

K. Harrison: Successful Distributed Analysis – A Well Kept Secret, 26th LHCb Software Week, CERN, 25-28 April 2006. 
K. Harrison: Distributed Analysis, LHCb Collaboration Week, CERN, 29 May – 2 June 2006. 

K. Harrison:  Getting Started with Ganga, ATLAS Tutorial on Distributed Analysis using Ganga, CERN, 2 June 2006. 

C.L. Tan:  The New Ganga GUI, ATLAS Tutorial on Distributed Analysis using Ganga, CERN, 2 June 2006. 

K. Harrison:  Cambridge Undergraduates run LHCb Analysis on the Grid,  GridPP News Item, 9 June 2006. http://www.gridpp.ac.uk/news/-1149863627.881156.wlg
K. Harrison: Ganga Status and Outlook, 16th GridPP Collaboration Meeting, QMUL, 27-29 June 2006.

U. Egede: Distributed Computing and Ganga, LHCb(Italy) Software Tutorial, Bologna, 6-8 June 2006.
K. Harrison: Seven things you should know about Ganga, Tutorial on Distributed Analysis with Ganga and PANDA in ATLAS Software and Computing Workshop, CERN, 11-15 September 2006.
C.L. Tan: Ganga GUI, Tutorial on Distributed Analysis with Ganga and PANDA in ATLAS Software and Computing Workshop, CERN, 11-15 September 2006.

F. Brochu: Running Event Production on LCG using Ganga,  Tutorial on Distributed Analysis with Ganga and PANDA in ATLAS Software and Computing Workshop, CERN, 11-15 September 2006. 

K. Harrison: Introduction to Ganga, Using Ganga from the command line and Running Athena jobs locally and on LCG, Ganga Tutorial in ATLAS Overview Week, CERN, 2-6 October 2006.
C.L. Tan: Ganga GUI, Ganga GUI: a step-by-step approach and AthenaMC, Ganga Tutorial in ATLAS Overview Week, CERN, 2nd-6th October 2006

U. Egede:  Ganga and Distributed Analysis, LHCb Collaboration Week, CERN, 27 November - 1 December 2006

C.L. Tan: Distributed Analysis Tutorial, Worldwide LHC Computing Crid Tier-2 Workshop in Asia             and EU-IndiaGrid Workshop on High Energy Physics Applications,  Mumbai, India, 1-4 December 2006

A. Soroko: Job Repository and Job Folders, Ganga Developer Days, Imperial College London, 4-5 December 2006

U. Egede: ROOT Application Handler, Ganga Developer Days, Imperial College London, 4-5 December 2006

C.L. Tan: Ganga v4.2 GUI and Monitoring Summary, Ganga Developer Days, Imperial College London, 4-5 December 2006

F. Brochu: Module AthenaMC, Ganga Developer Days, Imperial College London, 4-5 December 2006

M. Kenyon: GangaTnt, Ganga Developer Days, Imperial College London, 4-5 December 2006

K. Harrison: Ganga Miscellany and User Feedback, Ganga Developer Days, Imperial College London, 4-5 December 2006

J. Elmsheuser and C.L. Tan: Distributed analysis with Ganga and Plans, ATLAS Software and Computing Workshop, CERN, 11-15 December 2006
K. Harrison: Distributed Computing and Ganga, 3rd LHCb-UK Software Course, NeSC, Edinburgh, 8 - 10 January 2007.

K. Harrison: LHCb Software Course outshines Hogmanay Celebrations, GridPP news, 25 January 2007, http://www.gridpp.ac.uk/news/-1169728714.575683.wlg
C.L. Tan: Ganga: An Introduction, ATLAS Distributed Computing Tutorial, NeSC, Edinburgh, 1 – 2 February 2007.

K. Harrison: Introduction to Ganga, Using Ganga for Physics Analysis and The Ganga Graphical Interface, ATLAS Distributed Analysis Tutorial, Milan, 5 - 6 February 2007.

K. Harrison: Ganga Developments, 18th GridPP Collaboration Meeting, Glasgow, 20 – 21 March 2007.

K. Harrison: Distributed Analysis using Ganga, Distributed Analysis Tutorial in ATLAS Software and Computing Workshop, Munich, 26 – 30 March 2007.

C.L. Tan: Ganga GUI, Distributed Analysis Tutorial in ATLAS Software and Computing Workshop, Munich, 26 – 30 March 2007.

K. Harrison: Ganga: Simplifying use of the Grid, poster for GridPP stand at IOP Nuclear and Particle Physics Divisional Conference, University of Surrey, 3 – 5 April 2007.

W. Reece: Ganga Status Update, 30th LHCb Software Week, CERN, 7-11 May 2007.
K. Harrison: Documentation overview, Ganga Developer Days, CERN, 9-11 July 2007.

A. Soroko: Remote workspace, Ganga Developer Days, CERN, 89-13 July 2007.

S. Pearce (with input from K. Harrison et al): Grid helps find one picture in a million, STFC press release, 6 August 2007, http://www.scitech.ac.uk/PMC/PRel/STFC/imense1.aspx, and GridPP news item, http://www.gridpp.ac.uk/news/-1186485671.785221.wlg (subsequently reported in Physics World, alphagalileo.org, etc). 

K. Harrison and D. Sinclair: Immense image retrieval technology, poster on use of Ganga for image classification on the Grid, Cambridge e-Science Centre stand, Sixth UK e-Science All Hands meeting, Nottingham, 10-13 September 2007.

U. Egede: Ganga Update, 31st LHCb Software Week, CERN, 1-5 October 2007. 
6. Effort Delivered

There should be one table for each funded post and a table that summarizes additional “unfunded” effort.

The Ganga spreadsheets are now maintained in a separate file (GNP, 14.07.2005).
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