Seeking a Common Hardware Profile for the Metadata Catalogue
Preface

This document is the outcome of the discussion held with other experiments about the hardware configurations used for their metadata catalog systems. 
Some experiments like ATALAS and CDF have got many heterogeneous machines each used to host just a sub-service of the entire metadata management system. So only some hardware configurations are described for them.
ATLAS (AMI)
As from the AMI [1] architecture design many sub-service collaborate in providing metadata information to the user.  Each of the sub-service may be hosted by a dedicated or shared machine.

The following are the two production computers used in Grenoble to host MySQL, Tomcat, the Router Database, the tag Collector and other services. Since these are distributed services other machine may exists at other site with different hardware hosting all o part of the same sub-services set.

Machine 1 (runs MySQL 4.1.20 and stores the dataset information): 
· AMD Athlon(TM) XP 1800
· 1 MB memory
· 1532.941  MHz
Machine 2 (runs MySQL 4.1.20, stores tag collector + routing information, hosts web site and web service):

· 2 Intel(R) Xeon(TM) CPU 3.06GHz
· 4 MB memory
Oracle cluster are used at CERN and Tier1 centres:
Lyon:
· 5 SUN Solaris quadri-processors in the RAC, 3 modules used by LHCb and ATLAS. The other two are not used for the metadata catalog.
· Two more module on order.
CERN:
· The CERN cluster is similar to the one used by LHCB (See LHCb Oracle Cluster at CERN paragraph)
· 10 storage arrays (8x 250GB disks each)
CDF (SAM)

CDF present a situation very similar to ATLAS. Is a complex metadata management system composed of many distributed sub-services hosted by heterogeneous hardware.
The Oracle server runs on:
· Sun-Fire-880
· 8 900MHz CPUs
· 32GB RAM
· OS SunOS
· 1.3TB distributed over 30 disks;
The DB-Server application runs for redundancy on four machines although just one of them is the master server.
Machine 1 (Master):
· 2 DELL: PE2650-DX-2800 CPU BOX,SERVER,2* XEON 2.8 GHZ
· 8GB RAM 
· OS SL3
Machine 2:

· KOI: D-X-2660-1U-RM    CPU BOX,2*XEON,2.66GHZ
· 2GB RAM
· OS SL3
Machina 3,4:

· KOI: D-OPT265DC-1U-RM    CPU BOX,SERVER,2*DUAL CORE OPTERON 265
· 6GB
· OS SL3
Oxford SAM Station: is a cluster of 11 nodes where each node is:

· Dell 2650, dual 2.4GHz Xeon
· 4GB RAM
· 14 TB HD in RAID 5 configuration. Shared between all nodes
· OS SL3
ALICE (AliEn)
The Database server (MySQL) and the metadata catalog application (AliEn) are hosted by two twin machine. Each machine is:

· Dual Opteron servers (HP ProLiant DL385 2.8GHz)

· 6GB RAM

· 300GB in SCSI disk in RAID10 configuration
· OS SLC4
LHCb (AMGA-Bookkeeping)
LHCb is deploying presently two machines:

Machine 1 (runs tomcat and AMGA-Bookkeeping services):

· Dual Intel(R) Xeon(TM) CPU 3.00GHz
· 4MB memory
· 120 GB DH
· OS SLC3

Machine 2 (runs AMGA server):

· Dual Intel(R) Xeon(TM) CPU 2.40GHz
· 1MB

· 60 GB  HD

· OS SLC3

LHCb Oracle Cluster at CERN
The current LHCb dedicated Oracle database is a 6 node cluster database. Each node is a dual processor Intel Xeon 3GHz; 4GB memory. They are attached via fiber channel switches to a SAN (Storage Area Network) where LHCB has 6 storage arrays each with 8 disks of 250 GB. The nodes are interconnected via double (redundant) private Gb private network. The SAN is connected via 2Gb to its nodes. Stripping and multipathing (RAID10) for the data is used.

The cluster, apart the Bookkeeping service, is used also by   lcg_lfc_lhcb, lhcbintegration, lhcb_dashboard, lhcb_ecal, lhcb_muon_mwpc, lhcb_muon_pnpni project.
At moment the main load which is very moderate anyway is created by lcg_lfc_lhcb, lhcb_bookkeeping and lhcb_dashboard.
This configuration seems to be enough to accommodate the LHCb requirements for the next few years. The hardware requirements may dramatically change with the start of the real data taking but with the current assumptions the Oracle RAC is a reasonable solution.  
Conclusion
The fist thing that comes to my attention in writing this document is that the heterogeneity in the hardware is not only between the experiments but also inside the experiment itself. ATLAS as CDF have shown that different machine may be used although they are running the same application. Furthermore based on the service or sub-service to run it can be used a server machine (ALICE) or a general purpose machine as the one used by ATLAS at Grenoble.

A very hardware communality doesn’t exists simply because the metadata catalog applications are so different between experiments that the hardware requirement is different. In some cases the metadata catalog is part of a bigger system so that the hardware requirement is not dictated by the catalog alone but by the entire system. 
A common hardware profile may be still reachable for big experiments (ATLAS, CMS) but it will be a waste of economical resources as computational power for small experiments. 
[1]   http://ami.in2p3.fr
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